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Executive Summary

Data centers| whether owned by enterprises or hosting the cloud | are facing major
challenges that are affecting business vability. Even with the current financial crisis
there is no stopping the need for data center growth. This growth is coming up against
barriers, financial and environmental, that demand changes inthe way enterprise class
data centers are designed and provisioned.In a November 2008 CIO Insight article, The
Wild, Wild Cost of Data Cents, * Eric Chabrow quotes Kenneth Brill, founder of the
Uptime Institute, as warning:

?Pcompany executives 6 must change the way they finance and manage data
centers and their components (servers, blades, etc.) in order to save million$

and perhaps tens or hundreds of millions | of dollars .6 6 6 2

2 OwlOil T wUOOU WOl wOT 1T wxUOEOI OwhbUwUDOx Ol wOEUT &
been increasing by a factor of three every two years, but energy efficiency is only

doubling in the same period. That widening gap means that the cost to power the

data center will increase significantly year after year. And that will cost business

EDT wUDOI »

The ways in which organizations are addressing this exponential growth in power
utilization requirements include server and storage consdidation through virtualization,
increasing server density to save space Yet another challenge for data centers) by
installation of blade and newer high -density server designs, and changes in how existing
and new data center space is utilized, configured, cooled, and powered.

This white paper focuses on how new servers, designed to deliver high-density
computing while consuming less electrical power, can help meet the challenges of data
center growth and cost control.

1The article is at: http://www.cioinsight.com/c/a/Expert -Voices/Wild -Cost-Of-Data-Centers/
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Introduction

Objective

This whi te paper is intended to help organizations recognize their need for high-density
server infrastructure s so they maycontinue to grow the compute capacity of their data
center within given constraints of spaceand available electrical power as well asdirect
and indirect cost management while maintaining application performance and
operational flexibility.

Audience

This white paper will be useful to data center administrators as well as to any executive
overseeing an IT department as a cost center. It willbe of particular value to those who
are considering an investment in IT infrastructure and who must plan for the resources
necessary to support it, either for simple reasons of practicality or to financially justify
decisions in making that investment.

Ab out this Report

This white paper was sponsored by IBM®, but its contents are based upon the research
of Edison analysts. The research included hands-on testing and benchmarking of IBM
System ¥ iDataPlex® and other server designs from IBM and other vendors, review of
published materials on data center utilization issues, and interviews with IBM engineers
and product designers.

Edison Group is grateful to IBM for supplying many of the illustrations utiliz ed in this
document.

Contents of this Report

This section contains brief explanation s of the various sections in the report.

1 Modern Data Center Issues| a summary of the forces driving change in data center
architectures.

1 Addressing the issues| a summary of the approaches currently available for
addressing the issues previously highlighted .

1 The Future: Now | how the choice of different server architectures can address
these issues illustrated by a discussion of how iDataPlex implementations
spedfically will help address the issues.

Edison: IBM iDataPlex White Paper Page2
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Modern Data Center Issues

Issues or Trends

The data center has evolved from the climate-controlled glass enclosure of old,
containing the mainframe and its technicians and supporting equipment . It has passed
through the dis tributed computing era of a server in every closet, back to a centralized
and secured compute center, to the mega data centes of today. Throughout their

history , data centers have had to meet certain basic criteria: they needed to keep the
computer equipm ent operating, secure, powered, and cooled. Even as data centers have
grown to massive scale, these basic requirements stillhold true .

What is changing today are the constraints that the economy, the environment, and
power and communications grids are starting to impose upon an organization 3
building and operating data centers. The current (early 2009) economic situation is
making companies closely examine every aspectof their data center planning. Concerns
about the environment, whether in terms of a single carbon footprint, global warming,
land and water use, or other factors are also impacting facilities plans. The high cost and
massive volume of data center energy consumption, regardless of environmental
impact, is also having an effect. Even the avalability of high -speed networks with which
to connect the data center is anemerging issue. This paper focuses on several of these
issues.

1 Space constraints Existing data centers are running out of room, but it may not be
possible or practical to expand further.

{1 Electric Power capacity and cost.In August of 2007, in response to Public Law 109
431, the Environmental Protection Agency published a data center report that,
among other points, established the following:

A In 2006, data centers consumed approximately 60 billion kilowatt -hours (kwWh);
roughly 1.5 percent of total U.S. electricity consumption.

A The energy consumption of servers and data centersin general has doubled in
the past five years and is expected to almost double again in the next five years,
to more than 100 billion kWh. This expansion could cost about $7.4 billion
annually.

A Typical server energy use by an estimated 25percent with existing technologies
and strategies. Bven greater energy savings possible with advanced technologies
some of which are covered in this white paper .

Edison: IBM iDataPlex White Paper Page3
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A Data systems are not only consumers of electricity; theyare also producers of
heat which must be removed to insure proper data center operations. Traditional
Computer Room Air Conditioning (CRAC) systems can consume as much or
more power than the equipment they are intended to cool.
A, 00Ul ZUwWOEPwWUUDOOWUUOTI Uwbki 1 OwPUWEOOI UwUOwUI
capacity. There are tradeoffs in supporting these new higher power computers.
Among these is the fact that more powerful microprocessors generally consume
more electricity and produce more heat.
A 37T wEUUUI OU0wl OUwUT UOw?" OOUEwW" Oddx UUDPOT 2 wOEau
ameliorating several of the issues in the list above, but as computing in the cloud
becomes successful foindividual data centers, the cloud computing data centers
need to grow significantly to deliver on their promise. Two effects of this are to
spur even greater data center growth pressure and to move the forces of growth
from an internal resource to an outside one, perhaps only externalizing the
affects of data center growth.

Edison: IBM iDataPlex White Paper Page4
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Addressing the Issues

History

The previously mentioned issues did not spring up yesterday, wholly formed. They
have beenhere for years. The trends of cloud computing and explosiv e capacity growth
have also been around a while. Space constraints have always been there, but
exponential growth has madethese constraintsmore urgent. Energy consumption has
always been a problem, but after the energy shortages in California at the dawn of this
century 2and the oil price spikes of 2007200823 concerns about access to power and its
costs havehit home in organizations of all sizes. The award-winning film An
Inconvenient Truthhas also contributed to making global warming an acceptable
business concernamong all but the most ardent deniers.

These issues have been coming to a head as the result of an interdependent series of
technological and business advances over the pastfew decades. The evolution of
information technology | from the mainframe through the mini -computer to the
microcomputer to the personal computer to mobile devices | is well known. Similarly,
the change from centralized computing through distributed computing back towards
centralization is also known. This last trend is where we stand today.

Consolidation

In the late 1990s organizations started to move towards IT consolidation: the move from

a great many distributed data centers to fewer, more centralized data centerswas mostly

driven by the need to address governance ssues,lower costs and improve efficiency .

This trend was enabled by the greatly improved performance of private data networks

and the concomitant emergence ofthe( OUT UOT U8 w311 wOOYI 01 OUz UwWUUEE
constant improvements in server and storage performance and capacity.

By the beginning of the Twenty -First Century, consolidation was moving along smartly,
pushing the need to increase the workload capacity of the computers running the newly
recentralized applications. While the mainframe and larg e-scaleUnix RISC processor
computers were also growing in capability, it was the x 86 platforms that exhibited the
greatest innovation and growth. By 2005 x86 servers were being called upon to run
workloads previously only considered for their much large r RISC and Mainframe

2\We are using Wikipedia references where applicable because they will probably be stable, are neutral in
approach, and are freely available to most readers. The Wikipedia article on this subject provides a good
overview and links for further reference: http://en.wikipedia.org/wiki/California_electricity _crisis

3 Once again, Wikipedia offers insight into the petroleum price changes of the period and their effects on the
world economy at: http://en.wikipedia.org/wiki/2003_to_2008_world_oil_market_chronology
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brethren. Organizations were installing ever more powerful dual and multi -processor
servers in order to run more and more powerful applications serving ever growing
pools of local and remote users. These users resided inside the orgargation, in partner
organizations, or on the World Wide Web.

Scaling Out vs. Scaling Up

Two main approaches were used to meet these constantly growing needs.Scaling up
means using large servers with more processing power, memory , storage capacity, and
flexibility through increased expansion capabilities. Scaling out means using groups of
smaller servers, each providing a portion of the computing power needed for the
application, often in a grid architecture.

Servers running x86 processors and designed forscaling up support 4, 8, or even more
processors.IBMz U w U E-ge@dratimiere designed to scale by combining multiple server
chassis to not only increase the number of processors and amount ofmemory available
but also to improve I/O by providing large numbers of expansion slots. Other vendors
combined many processors into single-chassis server architectures. These largescale x86
computers could provide processing power undreamed of in the 1990s.

Clusters of smaller 1 Rack Unit (1U) or 2 Rack Unit (2U) servers were designed for
scaling out. Often used to serve applications for the World Wide Web or for similar
applications within organizations, these computers offer low acquisition prices, simpler
hardware designs, and | when appropriately used | more than adequate performance.
Often hundreds or thousands of these small servers were put into racks covering acres
of floor space.

Both of these server designs shared one market flaw: when applications were moved

from servers with older generation processors into the new consolidated data centers,

many of the workloads did not require the new levels of processing power. The x86

x UOET UUOUwYI OEOQUUwWPI Ul wi 6666pDOT w, ObtopuerUwOE P WE
power. By 2006, dualcore x86 processors were maing their appearance, but that just

meant organizations were buying new servers that were often not really doing very

much.

Consolidation was stalling on its own success.

4 See the Edison white paper IBM Scalable x86 Server Advantage white paper at
http://www.theedison.com/pdf/2008_Samples_IBMScalablex64Server.pdf

Edison: IBM iDataPlex White Paper Page6
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Virtualization

Everyone involved in data center consolidation was coming up against barriers to
growth. Businesses had moved all the servers they could fit into their data centers. They
now had hundreds or thousands of servers running their business applications. Some of
these servers were running at nearly full capacity, but many were scarcely exceeding 10
percent of their capabilities, so businesses were reluctant to buy the more powerful
servers the processor and server vendors were producing.

Fortunately for both customers and vendors, OSvirtualization for x86 platforms was
reaching feature and reliability levels worth y of enterprise consideration. In addition,
competitors to the primary consolidation software vendor VMware , 5 such as Microsoft
Hyper -V %and the open source XenSource€ project, were providing market validation
and a range of cost of entry options for server virtualization. In the past few years, server
virtualization has become a primary tool for consolidating workloads from under -
utilized server resources onto the more powerful servers that have beenemerging onto
the market.

Virtualizing servers enables organizations to shrink the number of physical servers
installed by fift y percent or more. But virtualization is not a panacea. While a state-of-
the-art server in early 2009 could theoretically support over one hundre d virtual
machines, limitations in available network bandwidth and the complexities of
administration and back -up put s limits on what virtualization can do in saving space
and power.

Application Considerations

Many business applications have performance and other requirements that preclude the
use of virtual machines for consolidation. These requirements are being met by the
choice of scaleup or scale-out server architectures appropriate to application
architectures. New application development/delivery p aradigms such as Software as a
Service (SaaS) and Service Oriented Architectures (SOA) and applications delivered over
the World Wide Web or using WWW protocols often require many servers running

many instances of relatively simple programs in order to sup port the large numbers of
users of these applications. One of the latest development paradigms driving server
growth is called Web 2.0. 8

5 See www.vmware.com/

6 For more see: http://www.microsoft.com/windowsserver2008/en/us/hyperv.aspx

7 Seewww.xen.org for more on open source project or
www.citrix.com/English/ps2/products/feature.asp?contentiD=1686939 for more on the commercially
supported version from Citrix.

8 For more on Web 2.0 see the Wikipedia site here(http://en.wikipedia.org/wiki/Web_2.0 ) or simply Google
the term.

Edison: IBM iDataPlex White Paper Page7


http://www.xen.org/
http://www.citrix.com/English/ps2/products/feature.asp?contentID=1686939
http://en.wikipedia.org/wiki/Web_2.0

MEDISON
Group

Web 2.0 applications are generally designed to run on hundreds or thousands of servers.
These servers are loosely coufed using communication protocols such as SOAP, ¢
UDDI, 10 XML -RPC, 1t and others. New application development platforms such as
Ajax2and new delivery forms called Mashups 13 are also appearing, all requiring
multitudes of servers.

These new approaches to gplication delivery are bringing a revitalization of the
centralized services approachof delivering applications to large numbers of users called
cloud computing . Theimage below shows how cloud computing is current ly conceived.

= -

H5 )

2 - = ]

Q_ End Users, . Q— ” w

Google

End Users End Users

End Users ! ! End Users
End Users =
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If each of the desktop computers in this illustration were to be viewed as thousands or
even millions of users, it can readily be understood how many serversare required to
deliver the applications these myriad users are accessing.

Eric Doyle, channel enterprise marketing manager at Intel is quoted in an interview with
CRNassaying:? 21 UYI UUWUOEEawEUI wEl UEUDPEIT &WDOwUl UOU WG
applications, but as customers start moving to computing clouds, their servers will
become more of a0 a UUIl UPOUUWEEOEEQWEDREwWPOUPETI WEWEUDPOED

The serversof which that ? E O E ExCate EdnRrised | servers that addressthe issues of
space and power utilization | make up the theme of the remaining sections of this
white paper.

9 For more see: http://en.wikipedia.org/wiki/'SOAP

10For more see: http://en.wikipedia.org/wiki/UDDI

11For more see: http://en.wikipedia.org/wiki/ XML -RPC

12For more see: http://en.wikipedia.org/ wiki/Ajax_(programming)

3 For more see: http://en.wikipedia.org/wiki/Mashup_(web_application_hybrid)
4www.crn.com/hardware/215900013;jsessionid=5SC0ZWB/W1VXKQSNDLPSKHSCJUNN2JVN?pgno=8
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The Future: Now

This section looks in detail at how new high -density server designs, such as iDataPlex,
can address the environmental issues organizations are facing.

Server Architectures

61 Yl wxUI YPOUUOGawWEDPUEUUUI EwUI YI UEOQWExxUOEET I Uuw
compute density challenge. The following is a brief overview of the different x86 server
architectures supporting those approaches.

High-Performance Serverst Scaling Up with x86

Servers designed for scaling up typically consume at least 4U d rack space, have a
minimu m of four processor sockets, lots of expansion slots and lots of local storage
capacity. Servers such as the recently releasetBM Systemx3950 M2 start with up to
four 4- or 6-core processor sockets and can be scaled up t&6 sockets 96 processor ores,
and as much as 1 TB of memory. These servers have been custom designed to provide
very high performance while also providing extremely high energy efficiency.

These high-performance servers are generally designed for maximum reliability.
Components are hot-swappable, redundant, and are usually manufactured to a higher
standard than other more commaodity -oriented designs. Design for reliability usually
makes these servers comparatively more expensive than their less resilient brethren.
High -performance servers such as the x3950 can support very demanding application
workloads or large numbers of virtual servers. These latest server models are much
more power efficient than their predecessors, but the emphasis on performance means
that they do not sip electricity.

Blade and 1U ¢ the Standard Density Solution

Data center density issues have been addressed by using racks of pizza bosdike 1U
servers and blade servers. There are currently two main approaches to 1U server design:
COTS and Custom.

COTS (Common Off-the-Shelf) servers use industry-standard components, often with
little or no tuning to meet OEM 15 specifications. Their design parameters are intended to
provide adequate performance at a low purchase price. Usually, these servers do not

150riginal Equipment Manufacturer
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utilize hot -swappable or redundant components ; when a server component fails, the
server rather than just the failed component is usually replaced from the rack entirely .
The custom servers in this arena may start with COTS components that are customized
by the ODM 1*¢to meet manufacturer specifications. These servers enable organizations
to have up to 42 servers in a rack, though cable termination, the cabling itself, and power
issues often limit the maximum capacity of a rack to hold fewer servers. Some of these
servers are designed for reliability with hot -swappable storage and power supplies, but
they almost never have other hot-swappable or redundant components. If something
else fails, these serves must be taken offline for replacement or repair.

Blade serversoriginated to help address the cabling and power provisioning issues
faced when large numbers of 1U servers are used. These servers, such as tHM
BladeCenter® series,are modular systems that consist of a server enclosure which
contains the power suppli es, a high-speed backplane for connectivity, and slots for the
server blades. The blades themselves are custom designed for the most efficient use of
physical space, energy consumption, and cooling. Blade server systems provide their
owners with a highly e fficient platform having consolidated management and
provisioning capabilities. What they may not do is provide for sufficiently more server
density per rack than is available with 1U servers " though with virtualization very high
theoretical VM densities can be achieved.

Blade server system designs combine the paradigms of highly reliable, hot-swappable

components | power supplies and often storage being the prime component examples,
with a twist of the swapping of the servers themselves: individual serve r blades can be
hot swapped, though they may need to be reprovisioned before being brought online 18,

High-Density Servers

High -density server designs, such as thelBM System x iDataPlex family, are designed
specifically to provide maximum server density in a rack per area offloor space. A rack
full of iDataPlex servers can contain up to 84 server nodes| with all cabling and 16U of
switches, appliancesand power distribution included | and still occupy less data center
space since the servers and rack argeometrically optimized to be half asdeep.

61 z 00wl R E-dedsiylsemier® ih inore detail in the next section.

16 Original Design Manufacturer

17 A rack fully loaded with four fully loaded IBM BladeCenter H enclosures can contain 56 servers.

18 Server provisioning utilities provided by the blade serve r vendors can make provisioning replacement
servers a trivial activity.

Edison: IBM iDataPlex White Paper Page10
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High -Density Servers

This section presents a more detailed description of high-density servers.

General Description

The factors driving th e need to create ahigh -density server infrastructure have been
previously described. These factors can be summarized within the context of server
design goals. These goals are:

1 Increase computer density| Based uponestimates for the growth in demand for the
next five years and the restraints of available power and physical space, a tenfold
increase in compute density would provide significant breathing room for many
organizations.

1 Eliminate or severely limit the use of data center air conditioning | Reducing one of
the largest operational expenses and capping data center carbon footprints within
the five-year period is a goal to which most energy conscious organizations can
subscribe.

1 Decrease server power consumption| It is not enough to fit more servers into the
same space. Server power consumption is already too high. Reductions of at least 50
percent are required to manage costs and to enable the success of thermal
management activities that will help eliminate data center air conditioning.

System Design

In a high-density server infrastructure , servers are deployed by the rack. Redundancy of
individual components is not critical as long as the management software being run can
provide software redundancy. Rather than swapping failed components, the servers
themselves are what get swappedduring maintenance . In designing servers for these
redundant arrays of inexpensive computers, engineers must balance performance,
power and thermal characteristics, price and reliability.

1 IBM, for example, is making use of components that maximize performance while
minimizing power utilization. 1BM selects components including energy-efficient
Xeon processor designs (such as the 50W L5428nd the 60W L5520from Intel ) that
provide the best combination of power efficiency and performance while keeping to
a low price point for the server . The new Intel Nehalem processors are, by design,
intended to further enable the creation of servers offering improved performance,
power, and thermal characteristics.

Edison: IBM iDataPlex White Paper Pagell
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Mass Customization

Organizations in need of high-density server infrastructu re solutions are deploying
servers by the thousands or tens of thousands. Orders of that size enable the innovations
of mass customization. The economies of scalepreviously only seen in the volume

server lines of the major vendors can be applied when hundreds or thousands of servers
are built for a single customer.

While server vendors have long offered customized assembly of standard server models
(different memory or storage offerings , for example), these same vendors often delivered
only partially assembled equipment that had to be assembled by solution providers or
onsite. IBMz tbastantinnovation of deployment tools and line automation enables the
company to build thousands of custom -designed savers, installed into racks, cabled,
and ready to implement at the customer facility.

Performance and Power

The story of x86 server success is the story of Moore's law?? Servers running the x86
processors of today have unprecedented performance characterstics. With high
performance comes high power consumption and heat generation. Recognizing this,
processor vendors have made giant strides in e past few years in addressing the power
and heat issues while still increasing the number of transistors.

It was only a handful of years ago that single-core server processors required115 watts
or more and ran at about 2 GHz. New processors, with four or six cores running at more
than 2 GHz each, now require 90, 80, or even 50 watts. 22 The new Nehalem processors
from Intel offer raw performance improvements while delivering the now expected
lower power and thermal footprints but , in combination with the supporting chip sets,
the new processors have the ability to throttle power utilization on a core -by-core level.
New memory chip, hard disk , and solid-state disk designs are also enabling fine control
of power utilization throughout the system.

Servers from different vendors, based upon the same components will deliver similar
raw performance in benchmark tests. Different server designs will provide different
power utilization results , however. Edison performed Performance per Watt (PPW) tests
on high-density servers, comparing performance with other server architectures. In
those tests comparing a standard 1U sever to the high-density server, with both servers

19 Moore's law is that the number of transistors on a chip would double about every two years. For more:
http://www.intel.com/technology/mooreslaw/

20For a table comparing CPU power requirements look here: http://www.processor -comparison.com/ If

a0Uz Ul wbOUIT UT U0T EwPOWUOOT wi PUOOUAOWOT PUWET EU0wWUT OPUW" / 4w
http://www.realworldtech.com/page.cfm?ArticlelD=RWT111498000000
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running the same processors, memory, and hard disks 2! the high-density servers
consumed ten to twenty percent less power to deliver roughly the same benchmark
performance. 22 This meant that the high-density servers can provide from 10to 20
percent better performance per watt than their lower density counterparts. Another way
of looking at this is that high-density servers can provide more workload performance
per data center tile space or square foot with much lower power utilization and thus less
cost than a similar number of 1U servers.

The table below shows the results of these preliminary tests. The brands and models of
the servers tested are not shown for several reasongincluding the fact that protot ype
high -density servers were used and only a single series of tests were rui.

Processor Configuration

1U Server

2U 2Node HD
Server

2U 2Node HD
Server

Processor Intel Xeon E5430 Intel Xeon E5430 Intel Xeon E5430
Processor Watts 80 watts 80 Watts 80 Watts
Power Utilization Per

Node (Server or Planar) 279.79 235.61 255.845
SPEC JBB2005 (in BOPS) 201930.00 203653.50 202956.00
\F/)\;)av':/tirpZE;\é\ijaéto(F SIF;ilsi . 721.720 864.367 793.280

Table 1- PPW Tests running SPECJBB2005

Other Components

Servers are not the only pieces of thehigh -density compute infrastructure puzzle. Other
components include the server racks, networking components, and power and cooling
equipment.

Rack Design

Server manufacturers have learnedthat the best way to get more servers into a rack than
are possible with 1U or blade designs is to make the physical server box smaller. It
cannot be thinner, but space can be savedy making the box take up a bit less than one
half the cabinet depth required by 1U servers. That way twice as many servers can be fit
into the same floor space.

21 Literally the same | the components were switched between the machines before running the tests.
22The raw performance difference was less than 1 percent.
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There are two ways to fit these smaller boxes in a rack: backto-back and side-by-side.
The back-to-back approach creates a chimney effect requiring cooling air to enter from
the bottom of the rack, ascending between the servers and rising out of the top. This
technique can work, but there are some problems with the approach.

First of all, the servers are blowing hot air at each other, lowering the potential air flow
efficiencies of the servers. Secondly, removing the hot air from the racks requires an air
conditioning system with returns above the racks. If the data center has not been
designed with this approach in mind, significant re -engineering of the space may be
required. Third, as will be discussed below, cooling air directly is the least efficient way
to control ambient temperature. A back -to-back design pretty much eliminates choosing
other cooling options. Fourth, if all the available rack space is taken up by servers, there
is no place to install network switches, power distribution units (PDU), and so forth.
Rack spacemust be taken up by these devices, eliminating several servers or elselarge
bundles of cablesmust be run out of the cabinets to termination in switches elsewhere in
the data center.

The side-by-side approach addresses the engineering problems with the chimney effect,
can leave space between the servers to mount switches and PDUs vertically, and offers
the opportunity to utilize alternative ¢ ooling techniques.

Cable management is anotherrack design criterion. Moving network cable connections
to the front of the server prevents air flow problems that rear connections can cause. In
the back-to-back server design, front-mounted cabling is all b ut mandatory : if cables
were rear mounted servers would have to be removed, for access to the cablesln a side-
by-side design, front attachment enables easier cable access and managemerill
connections are visible and identifiable.

Switches and PDU Desgn

Regardless of server mounting direction, the cable termination devices | Ethernet, Fibre
Channel, Power Distribution Units | need to take up as little space as possible, not
block air flow, and consume as little power as possible themselves.

Switch vendors recognize the power utilization issue and are designing hardware with
greater energy and thermal cooling efficiency. PDU vendors are building monitoring
and per-socket intelligence into their devices. Socket intelligence can enable powering
down of surging devices identified by the monitoring system, while the monitoring
provides important data to managers about ambient temperatures, power limits , and
power utilization spikes.
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Temperature Control Alternatives ¢ Liquid vs. Air

Every component of a computer generates heat. Converting AC power to DC in the
server produces heat. Moving bits in the processors, memory, and storage devices
produce heat.

Until very recently, data centerswere designed to support about 2 kW per rack. Now
standard density (1U, 2U, or 4U) servers are being designed to support about 7kW per
rack. When blade servers are used a fully loaded rack can require 25 kW per rack or
more. Achieving the Web 2.0 server densities required within space constraints would
require as much as 50kW per rack or more. Besides lacking the ability to deliver that
much electricity per rack, data centers would still need to be designed in a way that
could cool the hot air generated by that much wattage running through computers.

When compute densities start reaching even the 25kW per rack threshold, cooling and
moving the air required for maintaining optimum operating temperatures becomes
prohibitive. At lower densities, work -around solutions such as integrating the cooling
units into a row of racks, in effect making a row of racks a self contained system, can
provide some resolution to the problem, but this solution is impractical in the very large
data centers exemplified by the Web 2.0 paradigm.

A water -cooled data center design can require much less space than what would be
required for air cooling. The illustration ( Figure 1 - Typical Air-Cooled Data Center
Design, Page 15) shows a typical air cooled data center design, utilizing hot -aisle/cold -
aisle configurations and segregation of storage and networking equipment. The dark
units on the far right are the room power management devices. The units along the long
walls are the Computer Room Air Conditioning units (CRACS).

Figure 1 - Typical Air-Cooled Data Center Design
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The next illustration ( Figure 2 - Water-Cooled Data Center, Page16) shows the effect of
using water cooling for the servers. Far fewer CRACs arerequired and more server
racks can be installed.

It has been pointed out (mostly by the vendors) that most CRAC units use water to
dissipate the heat captured in the air returns. This is true, but in order to achieve
equivalent optimal ambient temperature s within computers cooled by air (as shown in
Figure 1), the water temperature at the CRAC needs to be as much as 6° F/3.5° C lower
than that required for water cooling.

Another more valid criticism of water cooling is that in mo st data centers the hardware
installed in the racks is frequently changing and is not uniform in design. This makes
internal liquid cooling (as in mainframes and super computers) impractical and rear

door heat exchanger (RDHX) designs less than optimal. In high-density compute
infrastructures, this point is moot as the rack contents are highly homogenous and stable
for the life of the servers. Even if servers fail, they are replaced with identical devices.

Figure 2 - Water-Cooled Data Center

IBM Solution
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as well as a broad range of IT products, including all the classes ofx86 architecture
servers described in this white paper.

IBM extends that leadership in the realm of high-density compute infrastructures with
the System x iDataPlex product family. IBM calls System x iDataPlex an Internet scale
solution. It consists not only of servers but is acompletely flexible and integrated
solution custom-built and assembled to meet customer specific needs.
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An IBM System x iDataPlexsolution includes servers, rackinfrastructure, networking,
PDUs, and cable management(Figure 3 - iDataPlex System, Pagel7). In addition, IBM
provides system design consulting, integration, installation , and support.

Figure 3 - iDataPlex System

iDataPlex Servers

We have previously discussed server design options for high -density infrastructur es,
specifically 1U servers and blade servers. Wehave also shown the challenges these two
designs face in meeting the highest density requirements demanded today. IBM has
taken the design concepts underlying these two approaches and combined them into the
iDataPlex server architecture. From the BladeCenter, designers took the concept of a
slot-loading , swappable server node, shared power supplies, and efficient air chassis air
flow. From the 1U servers, designerstook the concepts of low-profile COTScomponents,
tuned for optimal power and performance, embedded network and 1/O interfaces, and
simplified intern al design for optimal air flow. The resulting design enables aflexible
compute node; iDataPlex 2U chassisenclosures can interchangeably contain oneor two
compute or storage nodes. The compute nodes can be configured with a range of Intel
Xeon processors, large quantities of RAM, and one, two, or more hot-swappable storage
devices.
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The latest server model, the dx360 M2, utilizes the new Intel Xeon 55@ series processors
(Nehalem). Besides such performance enhancements as integrated memory
management, the Intel Xeon 5500 series processors havg to varying degrees

depending upon model | built -in instrumentation that , working with supporting chip
sets enable management and monitoring of performance and power utilization. These
features enable throttling down cores, DIMMS and other components if they are not
being used. Other features of the dx360 M2 include a new higher efficiency power
supply, embedded voltage regulation , and other components that enable fine tuning of
the power/performance equation beyond that available on previous servers.

The table (Table 2 - iDataPlex Options, Pagel9) shows the iDataPlex system, its
components, and some possible configurations.

iDataPlex chassis with two 1U compute nodes or
planars. The planars areindependent and
swappable, enabling multiple configuration
possibilities. Each planar hasan Asset tagfor easy
tracking and management.

Each planar has a toolless latch system for easy
removal and locking .

Shared 80 mm fans provide high-efficiency
cooling airflow through the chassis at lower
wattage and noise levels

The power supply is shared between the planars
and has hotdock ports so planars can be hot
swapped independently
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Feature Description

Drive Tray:
Add storage to the processingnode and use up to
5 Terabytes of HDD

I/O Tray:

Maximum component
flexibility

1 node slot, and

two full -height PCI slots

Storagechassis

maximum storage density

3U chassis 1node slot, and triple drive tray
12 HDD

Compute -intensive configuration with two
compute planars.

I/0-rich configuration with internal SSD storage

Storage-rich computing.

Top: 2U chassis with one compute node and one
storage node

Bottom: 3U storage chassis(see above)

Table 2 - iDataPlex Options
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