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Executive Summary

Skyrocketing energy costs, as well as the rapidly rising amount of computational
capacity per physical space within data centers, have brought power and cooling
requirements into the forefront of challenges facing data center architects. It is no
exaggeration to characterize the present situation confronting many organizations as a
data center energy crisis. The increasing energy demands of the data center account for
no small expenditure. Analyst firm IDC estimates that $29 billion was spent on power
and cooling IT systems in 2006. !

IBM' s new g 8ystenrxa660iM2 and x3550 M2 rack servers running the latest
Intel® Xeon® 5500 Series quad core processors significantly lower total cost of
ownership. Built with leadership energy-smart designs to simplify power distribution
and reduce energy loss, these two-socket enterprise servers feature lower wattage,
highly efficient power supplies exceeding the 80 Plus Gold standard, counter rotating fans,
altimeters, and advanced power management. These innovations translate into dramatically
reducing annual energy consumption and lowering annual energy costs $50,000 or more for
a single enterprise class data center.

Designed for large, mid-sized or even small data center environments, they also feature
outstanding performance delivering computing speeds up to 6.4GT/s, enhanced
virtualization capabilities, design redundancy, unique security options and broad
expandability with large memory, storage, networking and I/O capacities ideal for most
general business applications.

With the new M2 servers, great effort went into aligning the original x3650 and x3550
severs with stringent energy efficiency goals. The main goal of IBM’ s har dwar e
development team in re-designing the servers was to bring the entire power utilization
level of the servers down significantly from where they had been in earlier respective
models. IBM reviewed the entire platform, subsystem by subsystem, to see what could

be improved tolowert he o v er aflllo o'rp’o wefrimprovemeatewese enside

at every level with a focus on monitoring and measurement, power management, and
power efficiency.

The x3650 M2 and x3550 M2 servers were optimized to the SPECpower benchmark,
which was also used to assess the power efficiency of the unit evaluated for this study.
The results of the benchmarks conducted for this study show the x3650 M2 yielding

1IDC, Worldwide Server Power and Cooling Expense 2D080 ForecasDoc #203598, September
2006.

Edison: Advancements in Power Efficiency White Paper Page 1



MEDISON
Group

1,860 ssj_ops/per watt overall performance. In practical terms, the x3650 M2 delivers
more than double the overall performance over a similarly configured first-generation
IBM System x3450 server. More importantly, at typical server load levels of under 50
percent, it achieves this at much lower average power consumption levels. At idle, the
x3450 uses 130 Watts, while the x3650 requires only 81.4 Watts — a reduction of almost
38 percent.

These results demonstrate that IBM is delivering leadership performance per watt rack

mount servers capable of significantly reducing operational costs across a broad range of
computational requirements for a broad range of customers.

Edison: Advancements in Power Efficiency White Paper Page 2
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Introduction

Skyrocketing energy costs, as well as the rapidly rising amount of computational
capacity per physical space within data centers, have brought power and cooling
requirements into the forefront of challenges facing data center architects. This study
examines the degree to which IBM has addressed this challenge with its new x3650 M2
and x3550 M2 rack-mount servers.

Audience

This study is useful to data center administrators as well as to any executive overseeing
an IT department as a cost center; it is of particular value to those considering an
investment in IT infrastructure and who must plan for the resources necessary to
support it, either for simple reasons of practicality or to financially justify decisions in
making that investment.

Contents of This Report

e Introduction — Describes the purpose and audience for this study.

o Background: Issues and Trends in Modern Data Centers — Discusses the issues
and ongoing trends addressed by the servers being evaluated in this study.

e IBM System x Technology & System x Servers | Discusses the IBM X-
Architecture® and System x servers in general, as well as the new x3650 M2 and
x3550 M2 servers and the improvements in power efficiency features introduced in
them.

o Performance Efficiency Measurements — Explains the importance of accurately
measuring performance per watt to ascertain the true efficacy of improvements in
power utilization.

¢ Research Methodology — Describes the hardware tested, the lab test bed, and the
methodology and procedures used in the testing.

e Research Results | Provides the testing results.

¢ Conclusions and Recommendations — Recaps the research results and offers
analysis and recommendations based on the results obtained.
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Background:
Issues and Trends in Modern Data Centers

It is no exaggeration to characterize the present situation confronting many
organizations as a data center energy crisis. Many data centers have reached full
capacity, | imiting t heowandniakeaearessarpcapita n
investments. They want the latest generation of servers but cannot use them because

s abil it

there is not enough electrical power and/or not enough cooling. In many urban centers,
where space is at a premium and public utilities are strained to the limit, data centers
may be severely restricted in their options regarding power and HVAC capacity
expansion. There are locales where the municipal utilities themselves cannot
accommodate requests for further electrical power to a given address, because the
distribution grid or the generating capacity has reached its limit.

In all areas, whether urban or rural, rising energy consumption has also claimed the

attention of those concerned with the bottom line. As the cost of many IT resources have

leveled off or even fallen, the rising cost of energy has come to represent a growing
percentage of a data center’'s total cost of ow
every dollar spent on computer hardware roughly 50 cents is spent on energy for power

and cooling — an amount expected to increase by 54 percent to 71 cents per dollar over

the next four years.? If trends continue on their present track, in the near future there

will come a point where energy costs more than the servers themselves.

A dramatic increase in the concentration of computing power from both more efficient
technologies to new developments in virtualized consolidation has brought about a
dramatic increase in the use of electrical power within a given physical space. Some
studies estimate that power requirements at the largest data centers have been growing
at more than 20 percent annually. One such study estimates that the use of electricity
associated with servers doubled between 2000 and 2005. * Real roadblocks loom in the
foreseeable future as demand outstrips the capacity of traditional power generation to
keep up, and as energy costs continue to climb.

For all these reasons, the use of electrical power has become a critical factor in planning
data center infrastructure. Increasingly, the power consumption rating for any given

2IDC, Worldwide Server Power and Cooling Expense ZB0H0 ForecasDoc #203598, September

2006.

3 “Estimating Total power Consumin by Servers inthe U.S.andtheWgrld Jonat han G. Koom
Ph.D., Staff Scientist Lawrence Berkeley National Laboratory and Consulting Professor, Stanford

University, sponsored by Micro Devices, February 2007.

Edison: Advancements in Power Efficiency White Paper Page 4



MEDISON
Group

component of an IT infrastructure environment is only one of many interrelated facets to
consider.

The goal of infrastructure design and planning is to take a more holistic approach in
order to reduce the power consumed and the heat emitted wherever possible. When
applied to data center servers, this can encompass everything from planning the
optimum location in terms of room airflow and HVAC resources down to the design of
a single server.

Apart from the direct consumption of electrical power to drive more computational
processing within a given space, the additional draw on energy for cooling and auxiliary
equipment must be considered. It has been estimated that for every kWh of electricity
used for processing IT loads, another is expended for supporting infrastructure
components such as UPS, power distribution units, air handlers, pumps, chillers, and
other devices. *

Altogether, the increasing energy demands of the data center account for no small
expenditure. IDC estimates that $29 billion was spent on power and cooling IT systems
in 2006. °

4 |bid.
5IDC, Worldwide Server Power and Cooling Expense 2BOB0 ForecasDoc #203598, September
2006.
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IBM System x Technology and System x Servers

IBM has long been aware of the growing trends favoring dynamic infrastructure —
flexible, expandable servers that can readily adapt to market demands and help reduce
costs, manage risk, and improve service. The vendor recognized that x86 servers were
no longer mere commodities, instead demanding many of the same availability,
reliability, serviceability, and performance attributes as mainframes and other advanced
servers. In 1998, IBM designed x86 servers using the IBM X-Architecture blueprint. This
set of design specifications incorporated such x86 innovations as IBM-patented
Chipkill™ memory protection, plus light path diagnostics and Predictive Failure
Analysis®.

Helping to elevate x86 servers from their previously limited roles to their present status
as mission-critical, mainstream enterprise servers, the X-Architecture blueprint today
encompasses System x rack and tower servers, BladeCenter blade servers, iDataPlex
solutions, energy-efficiency and cooling via IBM Cool Blue™ technology, and proactive
management.

The innovative x3650M2 and x3550 M2 servers with the latest Intel four-core technology
offer leadership, energy smart designs which can dramatically reduce annual power
consumption. Designed for large, mid-sized or even small data center environments,
these new servers are optimized for up to eight total cores of processor performance and
feature enhanced virtualization capabilities, design redundancy, unique security options
and broad expandability with large memory, storage, networking and I/O capacities
ideal for most business applications.

Improvements and Innovations Focusing on Performance per Watt

IBM expended great effort into aligning the original x3650 and x3550 severs with

stringent energy efficiency goals for the new M2 servers. The main goal of IBM’ s

hardware development team in re-designing the servers was bringing the power

utilization level of the servers down significantly from where they had been in earlier

respective models. As part of the process, IBM reviewed the entire platform, subsystem

by subsystem, to see what could be improved to lowert h e o vpeorweelrl f“l oor ” of
server.

Edison: Advancements in Power Efficiency White Paper Page 6
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Monitorin g

Enabling greater power efficiency requires the ability to monitor power utilization
throughout the system. IBM has integrated extensive power monitoring capabilities in
the M2 servers.

Sensors in the M2 servers measure both AC and DC current. The AC power at the
line core coming into the server is measured, as well as the DC power being
consumed by the system. Measuring both reveals what losses occur in the power
supply and ultimately reveals what the operating efficiency of the power supply is.
Many servers on the market simply measure just the DC power and then estimate
the AC power from the DC power draw. This approach fails to take into account
conversion losses at the power supply and is considerably less accurate.

IBM implemented more granular and accurate monitoring to enable optimally
efficient operation of cooling fans. Typically a rack server will have only an intake air
temperature sensor. The M2 servers also have temperature sensing on the CPUs, the
DIMMs, and on the motherboard itself. Thus, not only is the incoming ambient
temperature measured, so is the temperature gradient as air moves through the
chassis.

Unique in the industry for servers of their class, the M2 servers also feature an
altimeter to allow for fan speed adjustments due to air thinning at higher altitudes.

Without the granular and monitoring provided by these multiple sensors, cooling
fans must be run assuming a worse-case scenario, meaning that energy is wasted
through overcompensation.

Power Management

What can be monitored can be controlled. IBM has incorporated new management
capabilities to ensure optimal power utilization.

The Integrated Management Module that obtains the readings from all the sensors
formerly would go straight to 100 percent upon power-on and then throttle down to
what was needed; this module now brings the fan speeds up from the lowest speed
to more effectively cool the chassis. IBM carefully optimized the fan speed control
algorithms applied to the various fans according to sensor readings.

Using dedicated cooling zones — or isolated zone cooling — also prevents
overcooling by allowing particular fans to run faster in order to cool a specific zone
that is heating up without having to run all the fans faster. Optimal placement of
multiple fans also lends itself to cooling particular components — such as the
DIMMs or the CPUs — without one having to cool both subsystems.

The M2 servers allow multiple options for powering down unused devices, either
entirely or by way of low-power sleep modes. While devices can be shut down

Edison: Advancements in Power Efficiency White Paper Page 7
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statically at post, many can also dynamically powered down when the system
detects a period of quiescence. For instance, if a bank of DIMM:s is not being accessed
for a certain period of time, they can be put into a sleep state that draws
approximately 1/10* the power they would normally draw while idling. The benefit
over shutting the DIMMs off entirely is that the DIMMs “ wa e " lecothe
available with very little latency when called upon. Unused expansion slots are also
entirely shut down at post time to draw no power.

e Other power-saving features include:

» P-states and C-states allow the CPU frequency and power to dynamically change
based on the workload.

= If a CPU core is not being used, it can be dynamically powered down, reducing
its power consumption to zero.

* Unused memory channels can be dynamically placed in a low power state

* | nt &drbo mode helps an underutilized CPU package to get to a power-saving
state quicker.

e Multiple Voltage Regulation Devices (VRDs) throughout the system have been
carefully designed to match the exact voltage load a given target chip requires,
yielding efficiencies over 90%.

e VRD:s for the second socket in dual-socket system automatically shut down if not
being used.

e VRDs for unused Ethernet ports are automatically shut down.
e VRDs for USB ports automatically are shut down until a device is plugged in.

e Support fXeon5500Beries (Nehalem) CPU enables unused cores to be
completely powered off.

e The M2 servers also include the following software designed specifically to reduce
TCO, including that incurred by energy usage:

* IBM Systems Director for advanced workgroup management provides
administration from a single user interface, enabling monitoring and event
management across a heterogeneous IT environment. If problems arise, IBM
Systems Director can send alerts to administrators via e-mail, cell phone, pager
and other means. IBM Systems Director is vendor-neutral and supports a
number of compatible non-IBM systems.

» Systems Director Active Energy Manager (AEM) is designed to take advantage
of new processor features, such as balancing the performance of the system
according to available energy input. A plug-in for IBM Systems Director, AEM
provides the ability to plan, predict, monitor and even cap energy consumption
based on your System x hardware configuration.

Edison: Advancements in Power Efficiency White Paper Page 8
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Power Efficiency

The typical power supplies used in the server industry are approximately 65-75 percent
efficient at converting AC wall current into the DC power used inside a server. By
contrast, the power supplies IBM uses in System x servers chassis are up to 93 percent
efficient, in compliance with the highest level of certification for existing and emerging
standards, including exceeding the CSCI 7/09-6/10, 80 Plus Gold efficiency standard.
This helps save both on energy consumption up front and on cooling at the back end.

e Tandem counter rotating fans help straighten airflow and reduce turbulence in the
chassis; fans have also been fitted with a more efficient blade design and lower
power fan motors. Fewer fans are needed to cool the new servers, too. All this results
in lower energy consumption, less waste heat emitted, and reduced ambient noise.

e The entire layout and design of components in the chassis — from fan angles to cable
routing — has been carefully planned to promote the greatest efficiency in airflow
and to reduce the number of fans required for optimal cooling. Air vent grill design
uses a hexagonal configuration that maximizes the open space versus circular holes,
and the vent placement has been reconfigured to give air the most direct route
through the system. Optimized airflow with fewer restrictions and turns in the
airflow equate to more efficient heat removal.

e The printed circuit boards themselves have been redesigned to lower impedance,
using such approaches as making the traces as wide as possible.

e The M2 servers now support the most energy-efficient components, such as:

* Low-voltage processors from Intel and AMD, which run at the same clock rates
as their higher-voltage counterparts but consume less energy.

* Solid-state drives (SSDs), pioneered by IBM, consume only 2 W of power as
compared with 9-10 W for 2.5-inch HDDs and up to 16 W for 3.5-inch HDDs,
thus reducing power by a factor of up to 8.

* Small form-factor 2.5-inch drives use approximately 40 percent less energy than
3.5-inch HDDs, conserving a considerable amount of energy. These drives also
run cooler and require less airflow, permitting greater density.

* Low-power optical drives that are designed for efficient operation and that will
go into a low-power state when not in use are also supported.

o The M2 servers also support a number of features that better enable power efficiency
through virtualization, such as:

* Memory capacity has been raised up to 128 GB. The DIMMs themselves have
been evaluated for the highest performance/power ratio. Higher memory
capacity allows more VMs (virtual machines) to be placed on a physical server,
thereby reducing the total number of servers needed in a data center.

Edison: Advancements in Power Efficiency White Paper Page 9
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» Efficient "green" DIMMs and wide DIMM spacing lowers power consumption
and leads to more efficient cooling.

* The servers support industry leading VMware ESXi virtualization software via
an optional internal 2GB USB key. This integrated hypervisor operates in a
diskless configuration, offering a smaller memory footprint, high performance,
and stronger security.

* Ethernet support for TOE (TCP/IP Offload Engine) provides a dedicated-state
machine that offloads TCP/IP packet processing from the CPU and traffic from
the server. This can reduce server power by tens of watts in an environment with
heavy network traffic.

Edison: Advancements in Power Efficiency White Paper Page 10
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Performance Efficiency Measurements

While energy is not free, neither is energy efficiency. No one questions that efforts put
into making the overall design as well as every individual component of a server more
energy efficient will save power costs. The question is, will the greater expense for doing
so be offset by the savings realized? A tangible ROI must be realized to justify the
expenditures.

In order to ascertain this, it is important that the approaches taken to address power
management and efficiency be validated through industry-accepted standardized tests.

Performance per Watt: The True Measure of Power Efficiency

The IBM System x3650 M2 and x3550 M2 servers were optimized to the SPECpower
benchmark, which was also used to assess the power efficiency of the unit evaluated for
this study.

Many vendors report energy efficiency figures, but these are often not directly
comparable due to differences in workload, configuration, test environment, etc. The
SPECpower benchmark (SPECpower_ssj2008) provides a means to measure power (at
the AC input) in conjunction with a performance metric in order to help IT managers to
consider power characteristics as a means of increasing the efficiency of data centers.

Edison: Advancements in Power Efficiency White Paper Page 11



MEDISON
Group

Research Methodology

Power efficiency testing was performed at IBM Research Triangle Park in North
Carolina. The tests were performed by IBM engineers in collaboration with Edison
Group analysts. The test team followed the SPECpower_ssjb2008 prescribed
methodology.

According to the Standard Performance Evaluation Corporation (SPEC),
SPECpower_ssj2008 is the first industry-standard benchmark that evaluates power and
performance characteristics of volume x86 servers. The benchmark, as currently
designed, only tests one subset of server workloads: the performance of server-side Java.
It exercises the CPUs, caches, memory hierarchy and scalability of shared memory
processors as well as implementations of the Java Virtual Machine (JVM), Just-in-Time
(JIT) compiler, garbage collection, threads and some aspects of the operating system.

For a more complete discussion of the test methodology see the SPEC organization
SPECpower_ssj2008 methodology documentation available at:
http://www.spec.org/power_ssj2008/docs/SPECpower-Methodology.pdf

IBM System x350 M2

At the time of publication of this white paper, only results for the IBM System x3650 M2
server were completed. Tests on the IBM System x3550 M2 are pending and may be
added to a future edition of this white paper when available. The finalized test results
will be published at the SPEC.org web site upon completion of the SPEC review
committee, and may differ slightly from the results presented here.

The results (1,860 ssj_ops/per watt overall performance) show that the new IBM System
x3560 M2 server provides a significantly better performance-to-power ratio than earlier
server designs. The charts (Figure 1 andFigure 2, Page 13) below provide a comparison
between the new IBM System x3560 M2 server and a similarly configured IBM System
x3450 server. ¢ Both servers have dual four-core processors. The x3540 processors run at
2.8 GHz while the x3650 M2 runs at 2.93 GT/s. Not only does the x3650 M2 deliver more
than double the overall performance but, at the typical server load levels of under 50
percent, the x3650 M2 does so at much lower average power consumption levels. At

¢ Complete published SPECpower_ssj2008 results for the IBM System x3450 can be accessed at:
http://www.spec.org/power_ssj2008/results/res2008q1/power_ssj2008-20080311-00041.html.
Results for the IBM System x3650 M2 can be found elsewhere in this document and will be
available at http:www.spec.org at a future date.

Edison: Advancements in Power Efficiency White Paper Page 12
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idle, the x3450 uses 130 Watts, while the x3650 requires only 81.4 Watts — an almost 38

percent reduction.

The metric measures the number of ssj_ops (throughput) processed per watt of power
consumed. The more ssj_ops the system under test can produce per watt of power, the

better its efficiency.

Performance to Power Ratio

0 500 1,000 1,500 2,000

2,500

1,860 overall ssj_ops/watt

Target Load

ﬁ 25 50 75 100 125 150 175 200
Average Power (W)

Figure 1 - IBM System x3650 M2

225

250

Performance to Power Ratio
0 250 500 750

1,000

1,250

854 overall ssj_ops/watt

Target Load

0 25 50 7% 100 125 150 175

Average Power (W)

Figure 2 - IBM System x3450

200 225 250

Comparison between IBM System x3450 and IBM System x3650 M2
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SPECPower Benchmark and Power Measurement Result

The following tables contain the results of SPECpower_ssj2008 testing run on the IBM
System x3650 M2 server. The tables contain the hardware and software specifications of
the system under test and the full details of the test results. Many of the field
descriptions are hyperlinked, providing access to SPEC definitions of those terms. Some

of these results are reproduced elsewhere in this document.

SPECpower_ssj2008

IBM Corporation IBM System x3650 M2
SPECpower_ssj2008 = 1,860 overall ssj_ops/watt

Test Sponsor

Tested By

System Source

SPEC License #

Test Location

Test Date

Hardware Availability
Software Availability

Publication

IBM Corporation
IBM Corporation
Single Supplier
11

RTP, NC, USA
Mar 29, 2009
Apr-2009
Jun-2009

Unpublished
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Benchmark Results Summary
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Performance
Average Performance to
Target Load Actual Load ssj_ops Power (W) Power Ratio
100% 99.5% 620,270 244 2,544
90% 90.0% 560,826 229 2,452
80% 80.1% 499,591 214 2,336
70% 70.4% 438,538 199 2,208
60% 59.8% 372,799 182 2,046
50% 50.1% 312,052 167 1,865
40% 40.0% 249,157 153 1,631
30% 30.1% 187,353 139 1,348
20% 20.0% 124,759 125 997
10% 9.9% 61,878 110 565
Active Idle 0 81.4 0
>ssj_ops [/ >Spower = 1,860

500

Performance to Power Ratio

1,000 1,500

2,000

2,500

Target Load

1,860 owverall ssj_ops/watt

5 50

75

100 125 150 1
Average Power (W)

75200
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Hardware Vendor
Model

CPU Name

CPU Characteristics

CPU Frequency
(MHz)

CPU(s) Enabled

Hardware Threads /
Core

CPU(s) Orderable
Primary Cache
Secondary Cache
Tertiary Cache
Other Cache

Memory Amount
(GB)

# and size of DIMM
Memory Details

Power Supply
Quantity and Rating
W)

Power Supply
Details

Disk Drive
Disk Controller

# and type of
Network Interface
Cards (NICs)
Installed

IBM Corporation

IBM System x3650 M2

Intel Xeon X55707

Four-core, 2.93GT/s, 8MB L3 Cache, 95W

2933
8 cores, 2 chips, 4 cores/chip
2

1, 2 chips

32 KB I+32KB D on chip per core
256 KB I+D on chip per core

8 MB I+D on chip per chip

None
8
4 x 2048 MB

PC3-10600 CL9 ECC; slots 3, 6, 11 and 14 populated

1x 675

IBM P/N 39Y7200

1x32 GB SATA SSD
Integrated SATA controller

2 x Integrated Broadcom NetXtreme II Gigabit NIC

7 Tests on models with different processors such as the 50W L5520 will undoubted demonstrate
even greater energy efficiency.
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Hardware

NICs Enabled in
Firmware / OS /
Connected

Network Speed
(Mbit)

Keyboard
Mouse

Monitor

Optical Drives
Other Hardware

2/2/1

1000

KVM
KVM
KVM
Yes

None

Power Management
Operating System
(0S)

OS Version

Filesystem
JVM Vendor

JVM Version

JVM Command-line
Options

JVM Affinity

JVM Instances

JVM Initial Heap
(MB)

JVM Maximum
Heap (MB)

JVM Address Bits
Benchmark Version
Director Location

Other Software
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Enabled ("Balanced" power scheme)
Microsoft Windows Server 2008 Enterprise Edition

SP1
NTFS
IBM Corporation

IBM J9 VM (build 2.4, J2RE 1.6.0 IBM ]9 2.4 Windows Server
2008 amd64-64 jvmwa6460sr5-20090326_01(SR5) (JIT
enabled, AOT enabled)

-Xaggressive -Xcompressedrefs -Xgcpolicy:gencon -
Xmn1200m -Xms1675m -Xmx1675m -XlockReservation -
Xnoloa -XtlhPrefetch -Xlp

start /affinity [OF,F0,F00,F000]
4

1675

1675

64
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System Under Test Notes

Each JVM instance was affinitized four threads on a single socket.

Using the local security settings console, "lock pages in memory" was enabled for the
user running the benchmark.

Turbo Mode disabled in BIOS.
Processor Data Prefetch disabled in BIOS.

Processor C-States enabled in BIOS.

QPI Frequency set to 4.8GT/s in BIOS.

Memory frequency down-rated from 1333MHz to 1066MHz in BIOS.
Commands on USB Interface disabled in BIOS.

Controller System

Hardware Vendor IBM Corporation
Model IBM xSeries x346
CPU Description Intel Xeon 3.0GHz

Memory amount (GB) 4

Operating System (OS) | Microsoft Windows Server 2003 Enterprise Edition SP1
JVM Vendor IBM Corporation
IBM J9 VM (build 2.4, ]2RE 1.6.0 IBM J9 2.4 Windows
JVM Version Server 2003 x86-32 jvmwi3260-20071121_15015 (JIT
enabled)
CCS Version 1.1.3

Measurement Devices

Power Analyzer

Hardware Vendor Yokogawa Electric International Pte. Ltd.
Model WT210

Serial Number 91GB51133

Connectivity RS-232

Input Connection Default

Voltage Range 300
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Power Analyzer

Current Range 2

Calibration Institute NIST

Accredited by SIMCO Electronics

Calibration Label 34436

Date of Calibration 19-Jan-2009

PTDaemon Host System same as CCS

PTDaemon Host OS same as CCS

PTDaemon Version 1.3.2-e0c92e60
Temperature Sensor

Hardware Vendor Digi International Inc.

Model Digiwatchport/H

Driver Version 4.20.0.0

Connectivity USB

PTDaemon Host System same as CCS

PTDaemon Host OS same as CCS

Electrical and Environmental Data

Environmental

Electrical Data Data

Average | Average Average Average Minimum

Target Voltage | Current Power Power Ambient

Load (V) (A) Factor (W) Temperature (°C)

100% 206 1.23 0.960 244 20.2
90% 206 1.16 0.955 229 20.2
80% 206 1.09 0.948 214 20.2
70% 206 1.03 0.940 199 20.2
60% 206 0.950 0.929 182 20.2
50% 207 0.883 0.917 167 20.2
40% 207 0.818 0.904 153 20.2
30% 206 0.757 0.890 139 20.2
20% 206 0.696 0.871 125 20.2
10% 206 0.630 0.842 110 20.2
Active Idle 206 0.514 0.767 81.4 20.2
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Average Power Minimum
Line Standard Factor Temperature (°C) Elevation (m)
208V/ 60 Hz /1 phase 0.902 202 132
/ 2 wires

Aggregate Performance Data

Calibration 1 622,535
Calibration 2 624,302
Calibration 3 622,412
ssj_ops@calibrated=623,357
100% 99.5% 623,357 620,270
90% 90.0% 561,021 560,826
80% 80.1% 498,686 499,591
70% 70.4% 436,350 438,538
60% 59.8% 374,014 372,799
50% 50.1% 311,678 312,052
40% 40.0% 249,343 249,157
30% 30.1% 187,007 187,353
20% 20.0% 124,671 124,759
10% 9.9% 62,336 61,878
Active Idle 0 0

See the Aggregate Performance Report for additional details.

Copyright © 2009 Standard Performance Evaluation Corporation
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Conclusions and Recommendations

The maingoalof IBM’ s har dwar e dev e ldesigning thé new M2senveris N r e

was to bring the entire power utilization level of the servers down significantly from

where they had been in earlier respective models. IBM reviewed the entire platform,

subsystem by subsystem, to see what could be improved tolowert he over all “powe
fl oor” of Imprbvemeatewete entide in every level with a focus on monitoring

and measurement, power management, and power efficiency.

As shown in this study, the results speak for themselves. The x3650 M2 delivers more
than double the overall performance over a similarly configured IBM x3450 server. More
importantly, at typical server load levels of under 50 percent, it achieves this at much
lower average power consumption levels. At idle, the x3650 requires almost 38 percent
less energy than the x3450, with a corresponding reduction in energy costs for power
and cooling.

Any organization with data center power efficiency concerns, or that faces constraints on
its use of electric power, should strongly consider these latest servers when making new
server purchases. The upfront expenditures in such cases should be carefully weighed
against the potential savings in power costs that may be realized over the lifetime of the
equipment.
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