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Executive Summary  
 

 

Objective  

In 2007 Edison sought to address the lack of any industry study reflecting high -volume 

blade server configurations representative of those commonly deployed today within 

customer installations. We developed tests to measure and compare the actual power 

(energy) consumption of IBM BladeCenter and HP BladeSystem platform configurations 

in a lab setting. The present white paper is intended to deliver a fresh perspective, 

util izing testing procedures that were not available for our original research.  

 

Power consumption ratings alone do not adequately indicate actual power usage. 

Efficiency of power delivery and cooling must be considered in order to obtain an 

accurate picture of true power consumption. Efficiency is defined as the ratio of the 

amount of useful energy delivered by a dynamic system to the amount of energy 

supplied to it. Good power efficiency is not a sufficient metric when comparing 

computing systems; incorporati ng performance measurement is also required. The 

testing tools used by Edison analysts have been chosen to demonstrate the server 

performance and power efficiency.  

 

Many of the components within various commercially available servers ɭprocessors, 

memory, f ans, power supplies, etc. ɭ are supplied by the same manufacturers. For this 

reason, no appreciable difference in power consumption exists between servers at the 

component level. However, the IBM BladeCenter as a whole (blades and chassis 

combined) is purp osefully designed to maximize the efficiency of power delivery and 

cooling in order to provide a system -level power -efficient platform. Therefore, in order 

to accurately measure the power efficiency of the IBM BladeCenter platform as 

compared to that of HPɀÚɯ!ÓÈËÌ2àÚÛÌÔȮɯ$ËÐÚÖÕɯ&ÙÖÜ×ɯÜÛÐÓÐáÌËɯÐÕËÜÚÛÙàɯÚÛÈÕËÈÙËɯ

benchmarks to test workloads on complete, assembled systems. 

 

Metrics describing the relationship between computer performance and power 

efficiency are usually described as Performance-Per-Watt. The benchmark used by 

Edison, SPECjbb2005, measures server performance running a Java application 

workload. Edison monitored the power used during the SPECjbb2005 tests and used the 

power readings and workload results to calculate the performance -per-watt for each 

system tested. 

 

(Õɯ×ÌÙÍÖÙÔÐÕÎɯÛÏÐÚɯÙÌÚÌÈÙÊÏȮɯ$ËÐÚÖÕɯ&ÙÖÜ×ɀÚɯÖÉÑÌÊÛÐÝÌɯÞÈÚɯÐÕɯÓÈÙÎÌɯ×ÈÙÛɯÛÖɯ×ÙÖÝÐËÌɯËÈÛÈɯ

center planners with the information in terms of performance -per-watt that they need in 

order to properly account for power consumption relative to the cooling and floor space 
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requirements of blade platforms. Readers can use the data in this white paper to help 

them determine chassis density at the rack level that will match power feed availability 

and capacity. The data can also help in choosing cooling system design and capacity. 

Both of these factors ɭ cooling and power ɭ contribute directly to data center capital 

and operating expenses. 

 

NOTE: IBM ÙÌÍÌÙÚɯÛÖɯÛÏÌɯÚÛÙÜÊÛÜÙÌɯÐÕɯÈɯÉÓÈËÌɯÚÌÙÝÌÙɯÛÏÈÛɯÊÖÕÛÈÐÕÚɯÛÏÌɯÉÓÈËÌÚɯÈÚɯÈɯɁÊÏÈÚÚÐÚȮɂɯÞÏÐÓÌɯ

HP refers to ÛÏÌɯÚÈÔÌɯÛÏÐÕÎɯÈÚɯÈÕɯɁÌÕÊÓÖÚÜÙÌȭɂɯ%ÖÙɯÛÏÌɯÚÈÒÌɯÖÍɯÊÓÈÙÐÛàȮɯÞÌɯÜÚÌɯÛÏÌɯÛÌÙÔɯɁÊÏÈÚÚÐÚɂɯ

throughout this report. 

 

Methodology  

The basis of this study consists of benchmark tests conducted using equipment 

configured within a laboratory environment to reflect co mmon data center practices 

today. Our tests were designed to assess power efficiency in terms of performance per 

watt (performance -per-watt) of IBM BladeCenter solutions as compared to that of HP 

Blade System solutions. Three comparison tests were conducted: 

 

Comparison Scenario One - Energy Efficient Chassis Configuration: The goal of this 

ÊÖÔ×ÈÙÐÚÖÕɯÐÚɯÛÖɯÊÖÔ×ÈÙÌɯÛÏÌɯ×ÖÞÌÙɯËÙÈÞɯÈÛɯÕÌÈÙɯƕƔƔɯ×ÌÙÊÌÕÛɯÚàÚÛÌÔɯÜÛÐÓÐáÈÛÐÖÕɯÖÍɯ'/ɀÚɯ

c-class chassis to IBMɀÚɯÔÖÚÛɯÌÕÌÙÎà-efficient BladeCenter E chassis and BladeCenter H 

chassis. This comparison highlights the advantages of choice that IBM provides. 

 

Comparison Scenario Two  - Highest Efficiency Chassis and Server Configuration: The 

goal of this comparison is to measure power draw at near 100 percent system utilization 

for an alternative BladeCenter configuration that applies holistic thinking. Through 

smarter configurations, IBM can further improve the absolute power draw over the 

previous comparisons. Comparison Scenario Two illustrates the smart way to configure 

for power efficiency. No similar HP configuration was evaluated ɬ this scenario stands 

on its own as a demonstration of what is possible when higher -efficiency processors are 

chosen. 

 

Comparison Scenario Three - Airflow comparison of Baseline Configuration: Th e goal 

ÖÍɯÛÏÐÚɯÊÖÔ×ÈÙÐÚÖÕɯÐÚɯÛÖɯÊÖÔ×ÈÙÌɯÛÏÌɯÈÔÖÜÕÛɯÖÍɯÈÐÙɯÙÌØÜÐÙÌËɯÛÖɯÊÖÖÓɯ'/ɀÚɯÊ-class chassis 

ÛÖɯ!ÓÈËÌ"ÌÕÛÌÙɀÚɯÔÖÚÛɯÌÕÌÙÎà-efficient BC-E chassis, to show which  reduces data center 

energy costs more than the other. 

 

Audience  

This study will be useful to data center administrators as well as to any executive or 

manager overseeing an IT department as a cost center. It will be of particular value to 

those considering an investment in IT infrastructure and who must plan for the 
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resources necessary to support it, either for simple reasons of practicality or to 

financially justify decisions in making that investment.  

 

Summary of Findings  

Edison's testing demonstrated that IBM enterprise-class blade server platforms can 

deliver significant performance per watt ad vantages and concomitant cost savings over 

their HP counterparts.  

 

For Comparison Scenario One, the IBM BladeCenter H platform delivered, on average, 

nearly 12 percent greater performance-per-watt than the HP BladeSystem C7000. The 

IBM BladeCenter E platform delivered an even greater advantage of nearly 22 percent. 

Equally important, the IBM BladeCenter H and BladeCenter E required, respectively, the 

availability of about 18 percent and 23 percent less power per chassis than would be 

required for the HP Bla deSystem C7000. 

 

Comparison Scenario Two demonstrates that for the workloads tested, the use of 

processors with lower power requirements (50W versus 80W) does not extract a 

significant performance penalty. The difference in performance was only 3.3 percent, 

while power utilization savings were from 11.5 to 11.8 percent. In situations where 

power efficiency is a critical selection criterion, the use of a processor with a low -power 

envelope can provide significant benefits. Edison performed Comparison Scenari o Three 

utilizing the BladeCenter H chassis. If server blades using these low -power envelope 

processors were installed in the IBM BladeCenter E, the power savings would be even 

more significant.  

 

For Comparison Scenario Three, Edison compared the air flow characteristics of the IBM 

BladeCenter E and HP BladeSystem C7000 chassis in a third party laboratory. The test 

revealed that the BladeCenter E platform required 31 percent less air flow than the HP 

BladeSystem C7000 platform. When combined with the 23 percent peak power efficiency 

advantage of the BladeCenter E platform, it can have a significant effect on power and 

cooling capacity choices. Not only does the IBM platform utilize less electricity, 

producing less heat, the lower air flow requirements mean t hat the cooling system can 

have lower energy fans. 

 

Edison research uncovered that the IBM BladeCenter power efficiency advantage was 

realized at full utilization levels and peak power consumption at the data center level. 

Data center designers have to provision their facilities for worst case scenarios when 

planning for power distribution, CRAC or other cooling systems, breakers, transformers, 

UPS, and supplemental power generation. Therefore, selecting the IBM BladeCenter 

platform can maximize power, and thus cooling efficiency, while delivering the compute 

performance required for meeting workload demands.  
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These results show that, in designing a data center for blade servers, the choice of an 

IBM BladeCenter platform can yield significant operating expe nse savings while 

delivering the compute performance required by an organization's applications.  
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Introduction  
 

 

Blade Centers in the Data Center  

When Edison Group last visited the issues surrounding the use of blades in the data 

center1, questions about whether to use blade servers instead of rack-mount servers were 

still uppermost in the minds of decision makers. Today, most of these questions have 

been answered: 

¶ Blade servers enable greater physical server densities to be installed in a given space 

¶ Blade servers simplify network architectures by reducing the number of cables 

required to connect server to networks and external storage. 2 

¶ Blade servers simplify deployment of new server instances. 

¶ Blade servers simplify administrator tasks by concentrating  a larger number of 

servers within a single management console. 

 

Today, blade servers are being called upon to play a new role, expanding upon the 

advantages already recognized by the industry. That role is hosting virtual servers. 

Blade platforms are ideal for server virtualization: existing hardware and software 

management and deployment tools make configuring the hardware and installing the 

hypervisors a much simpler task when compared to rack servers. Network and storage 

I/O is simplified by default, an d emerging virtual I/O technologies are a perfect fit to 

virtual server requirements.  

 

However, server virtualization's emergence as a major blade server workload brings 

some new problems for data centers. Blade server solutions provide high compute 

densities: the blade solutions evaluated in this study require from seven to ten rack units 

of space for fourteen or sixteen servers, as compared to the fourteen to sixteen rack units 

an equivalent number of 1U servers would require. This compactness has the potential 

of being self-limiting when it comes to power to the rack. Called the Power-Density 

Paradox by Karl Robohm and Steven Gunderson of Transitional Data Services, 3 

organizations can find that:  

                                                      
1 Edison IBM BladeCenter Power Efficiency Study: 

http://www.theedison.com/pdf/2008_Samples_ IBMBladeCenter.pdf 
2 Technologies, such as Fibre Channel over Ethernet, are succeeding in further reducing the 

infrastructure burden.  
3 You can download a relevant white paper at: 

http://transitionaldata.com/insights/TDS_DC_Optimization_Power_Density_Paradox_White_Pap

er.pdf . Transitional Data Services is a data center consulting firm headquartered in Massachusetts 
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ɆȱɯÉàɯÜÚÐÕÎɯÔÖÙÌɯËÌÕÚÌɯÌØÜÐ×ÔÌÕÛɯȹÞÐÛÏɯÐÛÚɯÕÌÌËɯÍÖÙɯÈËËÐÛÐÖnal power, cooling, and 

backup), you will eventually reach an inversion point where your total need for data 

center space increases rather than falls. This translates into greater capital and 

operational costs, rather than the reductions you'd been hoping for." 

 

A server rack filled with four blade chassis fully loaded with server blades can hit peak 

power loads approaching 20 kW. Many data centers lack available electrical capacity to 

provision and cool racks with that power density. Add the higher system utilization 

levels typical of virtual server implementations and the systems will be running at much 

higher average power utilization levels than when each server had its own discreet 

workload and ran at 15 percent system utilization or less.  

 

Defining dat a center designs where virtual servers are the norm must therefore take into 

account operational power requirements that are greater than for less power-hungry 

ɁÖÕÌɯÔÈÊÏÐÕÌɤÖÕÌɯÚÌÙÝÌÙɂɯÚÊÌÕÈÙÐÖÚȭɯ ËËɯÛÏÌɯÏÐÎÏɯËÌÕÚÐÛàɯ×ÖÚÚÐÉÓÌɯÞÐÛÏɯÉÓÈËÌɯÚÌÙÝÌÙÚɯ

and an appreciation of more power -efficient blade server platform designs becomes 

critical to successfully updating an existing or building a new data center.  

 

Intent of This White Paper  

This white paper is intended to provide readers with the information they need w hen 

addressing the planning, architecture, implementation, and management issues as 

pertains to compute performance and power utilization. In order to provide readers 

with metrics that could be used in their own planning, Edison utilized benchmarks from 

SPEC.org to generate workloads and measured power utilization on blade chassis from 

HP and IBM. The chassis were fully loaded with server blades matched for processor, 

memory, and other characteristics. 

 

(Õɯ$ËÐÚÖÕɀÚɯ×ÙÌÝÐÖÜÚɯÚÛÜËà1, SPECjbb2005 was the benchmark used. SPECjbb2005 is 

ËÌÚÊÙÐÉÌËɯÈÚȯɯɁ ɯÉÌÕÊÏÔÈÙÒɯÍÖÙɯÌÝÈÓÜÈÛÐÕÎɯÛÏÌɯ×ÌÙÍÖÙÔÈÕÊÌɯÖÍɯÚÌÙÝÌÙÚɯÙÜÕÕÐÕÎɯÛà×ÐÊÈÓɯ

Java business applications, JBB2005 represents an order processing application for a 

wholesale supplier. The benchmark can be used to evaluate performance of hardware 

ÈÕËɯÚÖÍÛÞÈÙÌɯÈÚ×ÌÊÛÚɯÖÍɯ)ÈÝÈɯ5ÐÙÛÜÈÓɯ,ÈÊÏÐÕÌɯȹ)5,ȺɯÚÌÙÝÌÙÚȭɂɯ4 %ÖÙɯ$ËÐÚÖÕɀÚɯ×ÜÙ×ÖÚÌÚȮɯ

the most important attribute of SPECjbb2005 is that it brings the system up to a steady 

state at close ÛÖɯƕƔƔɯ×ÌÙÊÌÕÛɯÜÛÐÓÐáÈÛÐÖÕȭɯ3ÏÌɯÉÌÕÊÏÔÈÙÒɀÚɯÚ×ÌÊÐÍÐÊÈÛÐÖÕɯËÖÌÚɯÕÖÛɯÐÕÊÓÜËÌɯ

the measurement of power utilization, but attaching a power analyzer capable of data 

capture resolves that issue. 

 

Edison believes that using the SPECjbb2005 benchmarks is an excellent choice for 

generating repeatable data on server performance and power utilization. Readers can 

                                                      
4 From SPEC.org web site: http://www.spec.org/benchmarks.html#java  
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utilize the results of our testing to set design parameters for their planning. Of course, 

testing in your own environment and running your own workloads wi ll be the final 

arbiter for testing, tuning, and data center design.  

 

IT Equipment and Energy Efficiency  

Data center energy efficiency is globally recognized as being critically important to 

future economic growth. To quote the EPA:  

 

Ɂ3ÏÌɯÌÕÌÙÎàɯÜÚÌɯÖÍɯÛÏÌ ÕÈÛÐÖÕɀÚɯÚÌÙÝÌÙÚɯÈÕËɯËÈÛÈɯÊÌÕÛÌÙÚɯÐÕɯƖƔƔƚɯÐÚɯÌÚÛÐÔÈÛÌËɯÛÖɯÉÌɯÔÖÙÌɯ

than double the electricity that was consumed for this purpose in 2000. One type of 

server, the volume server, was responsible for the majority (68 percent) of the electricity 

consumed by IT equipment in data centers in 2006. The energy used by this type of 

server more than doubled from 2000 to 2006, which was the largest increase among 

different types of servers. The power and cooling infrastructure that supports IT 

equipment in data centers also uses significant energy, accounting for 50 percent of the 

total consumption of data centers. Among the different types of data centers, more than 

one-ÛÏÐÙËɯȹƗƜɯ×ÌÙÊÌÕÛȺɯÖÍɯÌÓÌÊÛÙÐÊÐÛàɯÜÚÌɯÐÚɯÈÛÛÙÐÉÜÛÈÉÓÌɯÛÖɯÛÏÌɯÕÈÛÐÖÕɀÚɯÓÈÙÎÌÚÛɯȹÐȭÌȭȮɯ

enterprise-claÚÚȺɯÈÕËɯÔÖÚÛɯÙÈ×ÐËÓàɯÎÙÖÞÐÕÎɯËÈÛÈɯÊÌÕÛÌÙÚȭɂɯ5 

 

Even before the U.S. Environmental Protection Agency published its EPA Data Center 

Report to Congress5n August 2007, from which this quote is taken, vendors of IT 

equipment had recognized that addressing server power utilization would be a major 

issue. One would be hard-pressed to find a major vendor that has not embarked upon 

major initiatives to change how their products utilize electrical power while still obeyin g 

,ÖÖÙÌɀÚɯ+ÈÞɯÖÕɯ×ÌÙÍÖÙÔÈÕÊÌɯÎÙÖÞÛÏȭɯ-ÖÛɯÖÕÓàɯÈÙÌɯÝÌÕËÖÙÚɯÐÔ×ÙÖÝÐÕÎɯÛÏÌɯ×ÖÞÌÙɯ

efficiency of their products, they are also drinking their own Kool -Aid. IBM, for 

example, has been a leader in the migration of internal IT systems to power-efficient 

systems. In addition, IBM has been developing new hardware and software technologies 

for more efficient systems that lower cooling power requirements.  

 

Energy-saving initiatives by IT vendors include microprocessors from Intel and AMD 

that produce ever greater performance while using much lower power. In addition, the 

processor chip sets from these vendors have been designed to enable ever finer tuning of 

power use across the full server platform. Processor state as well as memory and 

peripheral use can all be monitored and tuned for the best combination of performance 

and power efficiency for the workloads assigned. Processors, memory, and peripherals 

can even be put in stand-by mode or powered down to match workload requirements.  

                                                      
5 The full report can be accessed at: 

http://www.energystar.gov/ia/partners/prod_development/downloads/EPA_Datacenter_Report_

Congress_Final1.pdf 
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A Holistic Viewpoint  

Miriam -Webster defines "holistic" as "relating to or concerned with wholes or with 

complete systems rather than with the analysis of, treatment of, or dissection into parts." 

Any discussion of energy efficiency in a data center must view the issues from a holistic 

perspective. While the benchmark testing performed by Edison for this white paper 

focused on the performance and power utilization of blade server platforms, the 

importance of the findings can only be understood within the larger context of the data 

center as a whole. 

 

On the simplest level, a data center is not just composed of servers. There are also other 

major components of the computing infrastructure to consider, such as storage arrays 

and network infrastructure. Not only do these devices consume electricit y on their own, 

their design and integration with the servers have a considerable effect on the 

configuration and operation of those servers. 

 

All of these components convert electricity into computational workloads, in the process 

producing heat, which mu st be dissipated if the computing equipment is to continue 

functioning optimally. It has been estimated that for every kWh of electricity used for 

processing IT loads, another is expended for supporting infrastructure components such 

as UPS, power distribution units, air handlers, pumps, chillers, and other devices. 6 

Electricity, measured in Watts, is directly convertible into heat, measured in BTU's. The 

work the electricity performs during the transformation into heat is what matters in 

computing. The gr eater the efficiency of the power supplies converting AC power into 

the DC power used inside a computer and the efficiency with which that power is used 

by the components inside the servers, the greater the compute performance possible for 

a given amount of electrical power. 

 

In summary, most of the electricity used by a computer is converted to heat. The fewer 

watts a computer requires to run a workload, the less heat is produced and thus the less 

cooling is required to maintain operational temperatures. T he combination of computer 

power utilization with heat generation and the systems required to deliver cooling 

encompass the environment for which the effects of the greater efficiency of individual 

components reside. 

 

The simple equation of 1 Watt = 3.412 BTU is not the whole story for data center design. 

Other factors are also critical. There are two main ways for cooling computer equipment. 

The most prevalent today is air cooling through the use of Computer Room Air 

                                                      
6 IDC, Worldwide Server P ower and Cooling Expense 2006-2010 Forecast, Doc #203598, 

September 2006. The latest update to this report ɭ the 2009ɬ2013 Forecast ɭ shows the effects of 

the global economic recession on lowering the server energy expense forecast, though for 

individual d ata centers and IT facilities, energy still remains a significant factor. 



 
 

 

Edison: IBM BladeCenter Power Study White Paper  Page 9 

Conditioning or CRACs. When CRACs are used, data center designers have to consider 

computer cabinet placement, the use of Cool aisles where the CRAC-cooled air is fed 

into the equipment and Hot aisles where the device-heated air is exhausted and isolated 

from the cool airflows. The amount of ai r pressure that is required to push the cooling 

air through the devices therefore can become a factor in the selection and installation of 

CRAC units. When calculating the size of a CRAC unit, such factors as room size, the 

BTUs produced by the equipment, and the effect of any windows or regular human 

room occupants are the basis for planning. The high equipment densities expected in 

blade server implementations add the amount of airflow required for each cabinet to the 

equation. Lots of high-density devices in a cabinet require greater airflow from the 

CRAC to force air through the system for cooling. If the equipment can pass air through 

at lower air pressure levels, then the CRAC units require less powerful fans for a given 

cooling level. 

 

Cooling by air is very convenient, but it also very inefficient. A much better option is 

using a liquid cooling system at the computer cabinet. Water has approximately 24 times 

the thermal conductivity of air 7, making it the most popular choice. In addition, water is 

usually readily available, the infrastructure for managing and chilling it probably 

already exists at the facility, and water is relatively inexpensive in most parts of the 

planet. IBM has lead the way in returning data centers to liquid cooling. Their best 

known offering in this area may be the Rear Door Heat eXchanger. This device replaces 

the traditional rack rear door with a water cooled system. In certain implementations the 

Rear Door Heat eXchanger can actually reduce the heat exiting the cabinet by 50 percent 

or more. 8 

 

In the context of blade server platforms, IBM offers two high -density chassis designs. 

The BladeCenter H chassis is designed for maximum versatility and extensibility. The 

BladeCenter E chassis is designed from scratch for power efficiency. It does offer fewer 

expansion options but, since it uses the same server blades as the "H" model, there is no 

sacrifice in the area of performance. Since both chassis hold the same 14 server blades, 

there is no sacrifice in server density, either. 

 

HP also offers two chassis designs, differing in server density. The HP BladeSystem 

C3000 is a lower-density offering intended for the midmarket or remote sites. It supports 

only eight half -height blades. The enterprise-class HP BladeSystem C7000 chassis 

supports 16 server blades, twice the number as the C3000 chassis. Thus, while HP does 

                                                      
7 Water has a thermal conductivity of .6 versus the conductivity of 0.025 for air. See 

http://en.wikipedia.org/wiki/The rmal_conductivity  for a more thorough explanation.  
8 For more on the efficiency of the IBM Rear Door Heat eXchanger see: http://www-

03.IBM.com/procurement/proweb.nsf/objectdocswebview/file12+ -

+kamath+rear+door+heat+exchanger/$file/12+kamath+rear+door+heat+exchanger.pdf 

http://en.wikipedia.org/wiki/Thermal_conductivity
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have a scalable, high-density, blade server platform, it does not offer a choice in energy 

efficiency architecture at high server densities. 

 

It might be argued that since the HP BladeSystem C7000 supports up to 16 server blades 

per chassis, HP offers a higher server density solution than that offered by IBMȭɯ3ÏÈÛɀÚɯ

ÛÙÜÌɯÐÍɯàÖÜɀÙÌɯÉÜàÐÕÎɯÖÕÓàɯÖÕÌɯÉÓÈËÌɯÊÏÈÚÚÐÚȭɯ!ÜÛɯÞÏÌÕɯàÖÜɯÓÖÖÒɯÈÛɯËÌÕÚÐÛàɯÐÕɯÛÏÌɯËÈÛÈɯ

center, the blades per chÈÚÚÐÚɯËÌÕÚÐÛàɯÐÚÕɀÛɯÈÚɯÐÔ×ÖÙÛÈÕÛɯÈÚɯÛÏÌɯ×ÌÙɯÙÈÊÒɯËÌÕÚÐÛàȭɯ3ÏÌɯ

smaller rack unit foot print of the IBM BladeCenter E can enable the use of 84 server 

blades in a rack versus 64 with the HP BladeSystem C7000. Just as important, many 

organizations are pressed to deliver the electrical power and cooling that a full rack of 

servers demand. When power and cooling limits affect blades per rack density, the IBM 

BladeCenter E can deliver greater server blade density per rack within a similar power 

utilization envelop e. 

 

What this all means in the data center is that one must take a holistic viewpoint: all of 

the constituent elements of the data center environment contribute to the total energy 

envelope of the data center. Since servers usually comprise the largest number of devices 

and produce the most heat, their performance per watt must be considered central to the 

decision-making process; but other factors ɭ such as airflow, cable management, and 

manageability ɭ are also critical to making the right choices. 

 

Why does it matter? 

As discussed in the above-mentioned EPA report and many similar reports, the use of 

electrical power is quickly becoming a dominant cost factor in computing. This is true at 

all scales, from the small office computer closet to the gigantic cloud computing data 

centers being built today. By one calculation, 9 when electricity use and the 

infrastructure required for delivering power and for cooling are considered, about 41 

percent of total monthly costs are related to power. 

 

Any incremental po wer efficiency advantage made possible by equipment choice can 

therefore have a direct effect on Operating Expenses for most businesses. The effect is 

greater for larger sites, but is true for any business. Having tested figures comparing 

performance per watt of various server solutions not only contributes to product choice 

decisions, but also affects how the equipment procured is provisioned in the data center. 

 

Many data centers are nearing or have hit power availability limits that restrain the 

amount of power that can be delivered to a server rack, let alone cool the space within 

which the rack resides. Blade server platforms can exacerbate the challenges that data 

center planners face, because filling a rack with blades may require more power than 

                                                      
9 See James Hamilton's blog: 

http://perspectives.mvdirona.com/2008/11/28/CostOfPowerInLargeScaleDataCenters.aspx 
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can be made available. For adequate provisioning, the planner needs to know the 

probable peak power requirements for the equipment being installed. The power 

savings at the per-chassis level can be significant when workload needs are properly 

balanced against power and cooling capacities. 

 

Ultimately, data center designers need to consider how power savings at the server 

blade and chassis level cascade throughout the data center infrastructure. When 

thousands of servers are involved, even a 5 percent increase in power efficiency, when 

coupled with other energy efficiency initiatives, can have a major effect on data center 

costs. These savings can be seen in the acquisition of power distribution, generation, and 

backup equipment, as well as the sizing and cost of cooling equipment. These 

efficiencies also will be seen in the monthly costs of the feed to the local power grid. 

 

Summary 

Blade server platforms are recognized as a solution for delivering higher physical server 

densities with less infrastructure complex ity to the data center. With the emergence of 

server virtualization, blade platforms are an ideal solution where high availability and 

deployment versatility are critical decision points. Data center electricity usage has also 

emerged as a critical factor for many organizations, whether they are building a new 

data center or updating an older one. Selection of the right chassis and server blades by 

organizations requires that there be a range of chassis and blade choices to meet myriad 

requirements ɭ a prime one is to account for the best performance-per-watt. IBM offers 

two chassis models with the same server blade capacity, providing a choice between 

maximum configuration versatility and good power utilization, or good versatility with 

excellent power util ization. HP offers no scalable solution with these choices. 

 

Study Methodology  

What was tested? 

Servers and Chassis 

Edison performed testing on similarly configured server blades from HP and IBM using 

enterprise-class chassis from both vendors. The server blades used in the testing were 

the HP BL460c G6 and the IBM HS22. Both servers had two Intel E5540 Xeon processors 

(2.53 GHz, 80W), 8 GB RAM (4 X 2 GB DIMMS) and internal storage. For the tests in Test 

Scenario Two (Page 2), two low power Intel Xeon L5530 processors were substituted for 

the default E5540 models in order to demonstrate how a lower power processor option 

can deliver excellent performance while lowering power utilization within a system.  

 

The HP chassis was an HP BladeSystem C7000 chassis with six power supplies, 

configured for N+N redundancy, ten fans, the BLc Management module, and two BLc 
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GbE2c LY 2/3 Ethernet switches. Two IBM chassis were used. The IBM BladeCenter H 

chassis was configured with four powe r supplies (also with N+N redundancy set), 12 

front fans and two rear blowers, the IBM IMM module, and two Nortel Layer 2 3Cu GbE 

Ethernet switches. The IBM BladeCenter E chassis had four power supplies (also set for 

N+N redundancy) with two blowers and 2 Nortel Layer 2 3CU GbE Ethernet switches. 

 

All three chassis were powered by single-phase 208V 30 Amp AC power feeds. 

 

SUT Operating System and Java Virtual Machine  

All server blades used Red Hat Enterprise Linux 5.4 (32-bit) as their operating system. 

The Sun Microsystems Java Hotspot 32-bit Server VM was used as the JVM. 

 

Benchmark Software  

As has been described elsewhere in this paper, performance per watt was measured 

through workloads generated by benchmarks produced by SPEC.org. The procedures 

utilize d followed SPEC guidelines for testing and publication.  

 

The SPECjbb2005 benchmark was used for the test scenarios where the concern was 

peak power loads. SPECjbb2005 generates Java workloads by emulating a three-tier 

client/server system within a single server. It is designed to make the benchmark a fairly 

realistic reflection of today's applications in operation. When run, the Systems under 

Test (SUT) are rapidly brought to near 100 percent utilization and are kept at that state 

throughout the test run. T he SPECjbb2005 benchmark produces a performance result 

measured in Business Operations per Second, or BOPS. This benchmark is designed to 

only measure system performance. Edison used the power and environment meters to 

measure power utilization and environ mental temperatures. 

 

Power Measurement  

Edison utilized the Yokogawa WT210 meter for its testing. This meter was chosen 

because it meets acceptance standards for other SPEC tests, was available in the United 

States and, in our acquisition research, we found the entire Yokogawa team ɭ from 

sales to technical support ɭ to be knowledgeable, helpful, and interested in our efforts.  
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The blade chassis were provided power through two standard PDUs, each of which was 

connected to a 208V 30Amp AC power main via a breakout box. The breakout box 

consisted of two power sockets for the PDU cables, a single power cable to the main and 

a set of cables, wired to Yokogawa specifications, for measuring single-phase power. The 

following diagram illustrates how the devices we re connected. 10 (The blade chassis 

actually had from four to six cables connecting to the PDUs.) 

 

 

 
 

 

Temperature Monitoring  

Temperature was monitored using the SPEC.org-accepted Digi Corporation 

Watchport/T sensor. 

 

Airflow Testing  

Airflow testing (see p age 2) was performed at an outside laboratory, IQS Corp, in 

Marlboro, Massachusetts. The testing was performed using an airflow test changer with 

                                                      
10 Edison Group received superior support in the design and assembly of the breakout box from 

Yokogawa Corp and PSI Solutions, who offered a breakout box that offered the functionality but 

did not support the power loads used by the blade servers. Their engineering assistance enabled 

Edison to design and build their own breakout box, for which we are grateful.  
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a range of 3 ɬ 1,500 CFM (Cubic Feet per Minute). In this case, the function test changer 

was to measure the exhaust air of a system and determine the volumetric flow rate of air 

(in CFM) moving through the system. The airflow chamber has, inside, a nozzle of a 

known size. By measuring the pressure differential across this nozzle, the volumetric 

flow can be calculated. The chamber used was designed in accordance with AMCA 210-

95. The figure below provides a conceptual sketch of the chamber. (The figure shows a 

pressure configuration. The testing actually performed was in a suctio n configuration ɭ 

the air flowed in the opposite direction.  

 

 
 

Test design and test procedures 

This section provides a detailed description of the Comparison Tests Scenarios, 

including a discussion of test design and test procedures. 

 

Comparison Scenario One ɬ Energy-Efficient Chassis Configuration  

3ÏÌɯÎÖÈÓɯÖÍɯÛÏÐÚɯÊÖÔ×ÈÙÐÚÖÕɯÞÈÚɯÛÖɯÊÖÔ×ÈÙÌɯÛÏÌɯÈÉÚÖÓÜÛÌɯ×ÖÞÌÙɯËÙÈÞɯÖÍɯ'/ɀÚɯÊ-class 

ÊÏÈÚÚÐÚɯÛÖɯ!ÓÈËÌ"ÌÕÛÌÙɀÚɯÔÖÚÛɯÌÕÌÙÎà- efficient BladeCenter E chassis and top-selling 

BladeCenter H chassis. The intent was to demonstrate that IBM offers chassis choices 

that enable selecting between maximum extensibility and configuration versatility 

versus maximum power efficiency while delivering equal performance.  

 

The SPECjbb2005 benchmark was used for this comparison. Systems were configured as 

previously described. Testing was performed using SPEC.org run procedures and rules. 

Two test runs were performed for each platform and the results averaged in our 

reported results. 

 

The SPECjbb2005 benchmark generates workloads of close to 100 percent throughout 

the test run ɭ what we are calling absolute power draw in the comparison description. 



 
 

 

Edison: IBM BladeCenter Power Study White Paper  Page 15 

The test environment and power were monitored using the power meter and 

temperature sensor described previously . Since SPECjbb2005 does not itself monitor 

power and temperature, the data capture software provided by Yokogawa and Digi 

Corporation was used. Power readings were captured at one second intervals and the 

data was analyzed in Microsoft Excel 2007. 11 

 

Comparison Scenario Two  - Highest Efficiency Chassis and Server Configuration  

The goal of this comparison was to measure peak power draw for an alternative 

BladeCenter configuration that applies holistic thinking. Through smarter 

configurations, IBM can further improve the absolute power d raw over the previous 

comparisons. Comparison Scenario three illustrates the smart way to configure for 

power efficiency. No similar HP configuration was evaluated ɬ this scenario stands on 

its own as a demonstration of what is possible with IBM high effic iency solutions. 

 

To achieve the goal of this comparison SPECjbb2005 was used, once again, to generate 

an absolute power draw. This time only a single blade was powered up and used. The 

power meter and temperature sensor were configured in the same manner as for 

Comparison Scenario Two. To show an alternative configuration, the two Intel Xeon 

E5540 processors were removed and replaced by two Intel Xeon L5530 processors. These 

processors have a lower power requirement profile ɭ they are rated at 50 Watts instead 

of the 80 Watts required by the E5540 processors. 

 

Two test runs were performed and the results averaged for reporting in the test results 

section. 

 

Comparison Scenario Three - Airflow Comparison of Baseline Configuration  

The goal of this comparison wÈÚɯÛÖɯÊÖÔ×ÈÙÌɯÛÏÌɯÈÔÖÜÕÛɯÖÍɯÈÐÙɯÙÌØÜÐÙÌËɯÛÖɯÊÖÖÓɯ'/ɀÚɯÊ-

ÊÓÈÚÚɯÊÏÈÚÚÐÚɯÛÖɯ!ÓÈËÌ"ÌÕÛÌÙɀÚɯÔÖÚÛɯÌÕÌÙÎà-efficient BC-E chassis. Prove that BC-E 

reduces data center energy costs vs. HP. 

 

SPECjbb2005 was used to generate the workloads for the airflow tests. SPECjbb2005 was 

chosen because generating a 100 percent workload would more accurately demonstrate 

the maximum airflow characteristics of the chassis. How the airflow tests were run is 

described in the previous section. 

 

                                                      
11 Further details on t he power reading and analysis methodology are provided in the 

appendices. 
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A Note on Tuning  

Edison's testing was not focused on fine-tuning the performance characteristics for each 

platform so that the best possible benchmark results could be recorded. Running 

benchmarks of that sort are the purview of the vendors themselves. We know that it is 

possible to fine tune memory, processor, I/O, and other settings on the servers and 

chassis to maximize any aspect of system performance; however, our focus was to 

establish performance-per-watt metrics using realistic blade configurations commonly 

used by actual customers. 

 

To that end, our expectation was that, since the servers used the same processors and 

type of memory, the raw performance would be close to the same for all thirty server 

blades tested (14 from IBM, 16 from HP). Therefore we planned our tuning parameters 

to select from system default options that resulted in similar raw performance without 

resorting to intensive iterative efforts that would only demonstrate that we knew how to 

fine tune a server. 

 

For logistical reasons, testing of both platforms and all three chassis could not occur 

simultaneously; our approach to tuning was therefore driven by scheduling and SUT 

availability. Testing began with the HP BladeSystem and BL460c G6 Servers. We 

configured the BL460c servers for the default Balanced Performance / Power Savings 

setting. We then ran our tests on the HP platform. 

 

When it was time to run the tests on the IBM HS22 server blades, we found that there 

was no equivalent Balanced option, or ɭ more precisely ɭ the underlying settings were 

profoundly different b etween the two platforms. Since we were looking for performance 

levels that were as near equal as possible ɭ but were reluctant to dig deeply into 

settings options that would be outside our intent of using defaults ɭ we had to make 

some changes to the IBM HS22 settings. We did not fine tune settings, we just made 

selections that more closely matched the underlying settings used by the HP BL460c G6 

server. These changes were (on the IBM HS22): 

¶ Processors : CPU C-States - Enabled 

¶ Memory: Thermal Mode - Performance 

¶ Operating Modes - Efficiency Mode  

 

It is undoubtedly possible to choose different settings that would result in greater 

performance and power efficiency deltas in either direction for either vendor. Our goal 

was to make our settings as similar as possible so the raw performance results would be 

fair while limiting tuning to the modest adjustments typical in the vast majority of real -

world environments.  
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Edison's analysts were of mixed opinions on the different approaches to BIOS settings 

offered by HP and IBM. Within the context of our research we would have preferred 

that both HP and IBM had a single BIOS setting for balanced performance and power 

efficiency that also provided matching underlying settings and measurable 

performance. Since that was not the case, we had to make more granular adjustments on 

the second platform we tested so our results would be within the parameters we had 

established before testing. 
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Test Results 
 

 

This section contains the results for each test scenario, including a summary of the 

procedure, the results, and an assessment of the business value implied by the results. 

Summary tables based upon the data produced from the SPEC.org tests used will be 

included. Detailed results will be found in the appendices.  

 

The SPECjbb2005 performance results are based upon the average per server blade. 

Edison summed and averaged the BOPS for each server blade to provide the 

performance results below. Power metering was at the chassis level. Average and peak 

power was calculated from the  data captured by the Yokogawa power analyzer. The 

comparisons shown account for both per chassis and per blade performance and power 

utilization. The performance -per-watt results are the same whether calculated at the 

server blade or chassis level, so only one result is shown. 

 

Comparison One 

SPECjbb2005 

3ÏÌɯÎÖÈÓɯÖÍɯÛÏÐÚɯÊÖÔ×ÈÙÐÚÖÕɯÐÚɯÛÖɯÊÖÔ×ÈÙÌɯÛÏÌɯÈÉÚÖÓÜÛÌɯ×ÖÞÌÙɯËÙÈÞɯÖÍɯ'/ɀÚɯÊ-class 

ÊÏÈÚÚÐÚɯÛÖɯ!ÓÈËÌ"ÌÕÛÌÙɀÚɯÔÖÚÛɯÌÕÌÙÎà-efficient BC-E chassis and top-selling BC-H 

chassis. This comparison highlights that IBM provides chassis choice. 

 

There are two results calculated during SPECjbb2005 testing. First, the SPECjbb2005 test 

reports performance as Business Operations per Second, or BOPS. The second result is 

taken from the readings captured by the Yokogawa WT210 meter. The wattage 

measured is an average of the readings taken every second during the test. The data was 

cleaned to remove ramp-up and ramp -down power utilization, as the duration of those 

periods varied from test to test. 12 

 

As expected, the IBM servers gave almost identical BOPS performance in either chassis. 

When compared to the HP BL460c G6 servers, the IBM HS22 servers delivered about 5.7 

percent greater BOPS performance per server blade in the BladeCenter E chassis and a 

5.6 percent better performance when in the BladeCenter H chassis. 

 

When power utilization is compared, the BladeCenter E chassis delivered, on average, 

about a 7.8 percent savings over the BladeCenter H. This demonstrates that in cases 

where power utilization is a more important se lection criterion than chassis versatility, 

                                                      
12 See appendices for an explanation of how the wattage readings taken during the SPECjbb2005 

tests were cleaned up. 
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the IBM BladeCenter E can be a better option than the BladeCenter H. Since the servers 

and most other modules are interchangeable between chassis, this means that a blade-

oriented data center can mix and match components to meet a broad range of 

configuration, power utilization, and performance requirements.  

 

Comparing the HP BladeSystem C7000 with the IBM chassis shows that the HP platform 

with 16 server blades delivered about 7.5 percent greater performance than either IBM 

platform with 14 server blades. When the results are equalized to compare performance 

at the server blade level, the results change: the IBM server blades deliver about 5.6 

percent better performance than the HP server blades. 

 

At the blade server level, the IBM BladeCenter E platform used about 13 percent less 

power than the HP BladeSystem. The IBM BladeCenter H, though less efficient than the 

BladeCenter E, still required about 5.5 percent less power than the HP BladeSystem. At 

the chassis level, the IBM BladeCenter H required almost 17.5 percent less power than 

the HP BladeSystem C7000 while the IBM BladeCenter E required about 24 percent less 

power. 

 

The two metrics for power use, per chassis and per server blade, are important tools for 

the planner when these benchmarks are used to compare the platforms for the number 

of systems installed in a larger data center. While HP can provide more servers per 

chassis, there are often real limits to the power available per server rack which can make 

this difference less critical when comparing the HP BladeSystem C7000 to the IBM 

BladeCenter H as rack power limits may be reached more quickly with the HP platform. 

As will be seen below (Page 22) the smaller physical size of the BladeCenter E chassis 

can actually deliver greater server blade density and more workload performance per 

rack than the nominally higher density BladeSystem C7000. 

 

When the results are calculated as Performance per Watt using the simple formula of 

BOPS/Average Power Utilization (Watts) the differences between the three chassis are 

striking. The results show that the servers in the IBM BladeCenter E chassis deliverer 

about 8.5 percent greater performance-per-watt than the same servers mounted in the 

BladeCenter H chassis and a very significant near 22 percent advantage over the HP 

BladeSystem C7000 platform. When the performance-per-watt of the IBM BladeCenter H 

and HP BladeSystem C7000 are compared, the IBM platform delivers a nearly 12 percent 

advantage. While these results are to be expected given that the BladeCenter E chassis is 

optimized for power efficiency, this large differential for the IBM platforms 

demonstrates that, regardless of the chassis chosen, the IBM BladeCenter platforms can 

offer significa nt performance advantages for the electrical power consumed. 
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SPECjbb2005 Results 

 

Average BOPS13 

 

IBM  

BladeCenter E, 

14 HS22 Blades 

IBM  

BladeCenter H, 

14 HS22 Blades 

HP BladeSystem 

C7000, 

16 BL460c G6 Blades 

Per Server Blade 321,616.39 321,268.57 304,308.85 

Per Chassis 4,502,629.50 4,497,760.00 4,868,941.65 

 

 

Power Utilization  

 

IBM  

BladeCenter E, 

14 HS22 Blades 

IBM  

BladeCenter H,  

14 HS22 Blades 

HP BladeSystem 

C7000, 

16 BL460c G6 Blades 

Average Active Power Utilization Watts  

Per Server Blade 225.83 244.89 259.70 

Per Chassis 3,161.57 3,428.41 4,155.18 

Peak Power Utilization Watts  

Per Server Blade 231.30 251.20 265.30 

Per Chassis 3,238.15 3,516.75 4,244.75 

 

 

IBM  BladeCenter E Advantage over IBM  BladeCenter H  

Average BOPS13 

IBM  BladeCenter E advantage 0.11%Error! Bookmark not defined.  

 

Average Power Utilization Watts  Peak Power Utilization Watts  

IBM  BladeCenter E 

Advantage  
7.78% 

IBM  BladeCenter E 

Advantage  
7.92% 

 

 

                                                      
13 BOPS results shown are the average BOPS per SPECjbb2005 run per server blade. This was 

calculated by summing the average BOPS per Java Virtual Machine (JVM) for all the servers in a 

chassis. 
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IBM  BladeCenter E Advantage over HP BladeSystem C7000 

Average BOPS13 

Per Chassis14 (7.52%) 

Per Server Blade14 5.69% 

 

Average Power Utilization Watts  Peak Power Utilization Watts  

Per Chassis 23.91% Per Chassis 23.71% 

Per Server Blade 13.04% Per Server Blade 12.82% 

 

 

IBM  BladeCenter H Advantage over HP BladeSystem C7000  

Average BOPS13 

Per Chassis (7.62%) 

Per Blade 5.57% 

 

Average Power Utilization Watts  Peak Power Utilization Watts  

Per Chassis 17.49% Per Chassis 17.15% 

Per Blade 5.70% Per Blade 5.31% 

 

 

SPECjbb2005 Performance per Watt 

Performance Per Watt15 

Platform  

BOPS per Watt: 

BOPS/Average Watts 

BladeCenter H 

Advantage  

BladeCenter E 

Advantage  

IBM  BladeCenter E  1424.17 (7.88%)  

IBM  BladeCenter H  1311.91  8.56% 

HP BladeSystem C7000 1171.78 11.96% 21.54% 

 

                                                      
14 The IBM BladeCenter platform delivers better SPECjbb2005 performance per blade. The HP 

BladeSystem platform, having more blades per chassis delivers greater total SPECjbb2005 

performance per chassis. 
15 Results of this calculation are the same on per blade or per chassis bases. 
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There is another way of comparing the BladeCenter E chassis with the HP BladeSystem 

C7000. Not only does the IBM chassis require less power, it also requires less rack space. 

This means that not only does the BladeCenter E require less power, but multiple chassis 

in a rack can also deliver significantly greater workloads without overcoming power 

capacity limits.  

 

As a simple example a rack with three IBM BladeCenter E chassis as compared to a rack 

with two HP BladeSystem C7000 chassis. The three IBM chassis would require 21 Rack 

Units of space, while the two HP chassis would require 20 Rack Units, only a five 

percent difference. But that small difference in space would provide the provisioning 

flexibility possible by having 42 server blades versus 32 server blades for the HP 

platform. Most important, the IBM platform could deliver a 39 percent greater  workload 

capability than the HP platform. This equates to a 21 percent advantage in performance 

per watt per rack.  

 

While delivering the greater flexibility and performance the BladeSystem E platform 

would still require only 9.7kW, well within the per rac k power availability range for 

most data centers. This means that in power constrained sites, higher server densities are 

possible with the BladeCenter E. 

 

 

  

IBM  

BladeCenter E 

HP 

BladeSystem 

C7000 Deltas 

Servers per Chassis 14 16 13% 

Rack Units per Chassis 7 10 30% 

Number of Chassis 3 2 50% 

Rack Units Required 21 20 5% 

Number of Server Blades 42 32 31% 

Peak Power Required 9,714.45  8,489.50  -14% 

BOPS Delivered 13,507,888.50   9,737,883.30  39% 

Performance per Watt 

(BOPS/Watt) 
1,390.49 1,147.05 21% 
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Comparison Two  

The goal of this comparison is to measure absolute power draw for an alternative 

BladeCenter configuration that applies holistic thinking. Through smarter 

configurations, IBM can further improve the absolute power draw over Comparison 

Two. Comparison Three illustrates the smart way to configure for power efficiency. 16 

 

The table below shows the average results. As was expected, the lower-power, lower -

speed L5530 processor returned slightly lower raw performance results while utilizing 

over eleven percent less power for the same configuration. The tests were run on a single 

server blade mounted in a chassis. No other blades were powered up during the test 

runs. 

 

The importance of this test is to show that there are virtually no performance penalties 

when choosing lower power envelope processors for most general workloads. For 

situations where power savings are not just "a" criteria but are "the" criteria in the 

provisioning of a data center with blade servers, there can be significant savings. In 

electrical power utilization, the choice of HS22 servers mounted in a BladeCenter E 

chassis plays a significant role in lowering OPEX and a data center's carbon footprint. 

 

 

HS22 Server Average BOPS 

Average Power 

Utilization (Watts)  

Peak Power 

Utiliz ation (Watts)  

E5540 Processors 80,619.13 709.98 715.10 

L5530 Processors 77,960.00 628.01 630.85 

Deltas 3.3% 11.5% 11.8% 

 

                                                      
16 See appendices for an explanation of how the wattage readings taken during the SPECjbb2005 

tests were cleaned up. 
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Comparison Three 

3ÏÌɯÎÖÈÓɯÖÍɯÛÏÐÚɯÊÖÔ×ÈÙÐÚÖÕɯÐÚɯÛÖɯÊÖÔ×ÈÙÌɯÛÏÌɯÈÔÖÜÕÛɯÖÍɯÈÐÙɯÙÌØÜÐÙÌËɯÛÖɯÊÖÖÓɯ'/ɀÚɯÊ-class 

ÊÏÈÚÚÐÚɯÛÖɯ!ÓÈËÌ"ÌÕÛÌÙɀs most energy- efficient BC-E chassis. 

 

The tables below show the results of the airflow testing as performed at the testing 

facility of IQS in Marlborough, MA. 17 Further details of the testing are provided in the 

appendices. 

 

IBM  BladeCenter E 

System Condition  

Diff. Pressure  

(in. H2O)  

Vol. Flow  

(CFM) Nozzle Size  Duct L (in.)  

SPECjbb2005 Running 0.098 215 2 x 4" Ɣɂ 

     

HP C7000 

System Condition  

Diff. Pressure  

(in. H2O)  

Vol. Flow  

(CFM) Nozzle Size  Duct L (in.)  

SPECjbb2005 Running 0.203 311 2 x 4" Ɯɂ 

 

 

Airflow through a server is important for several reasons. Most critically, especially for 

organizations contemplating installing blade solutions in older data centers, there are 

constraints on available power to the server cabinet and the capacity of CRAC cooling. 

For these organizations, servers requiring less air pressure for cooling in combination 

with lower power requirements can help realize physical server density goals without 

exceeding available power and cooling capacities. 

 

The results show, quoting IQS: 

Ɂ3ÏÌɯÛÌÚÛɯËÈÛÈɯÚÏÖÞÚɯÛÏÈÛɯÛÏÌɯIBM BladeCenter E requires the least amount of airflow at 

Ɩƕƙɯ"%,ȭɯ3ÏÐÚɯÐÚɯÈ××ÙÖßÐÔÈÛÌÓàɯƗƕɯ×ÌÙÊÌÕÛɯÓÌÚÚɯÛÏÈÕɯ'/ɯ"ƛƔƔƔȭɯɁ 

 

The significance of this finding is that, for those data centers in need of the higher server 

densities made possible by the use of a blade server solution, the IBM BladeCenter E 

platform not only requires less electrical power (see comparisons 2 and 3) and thus a 

CRAC with less cooling capacity, but also a CRAC that delivers less air pressure. These 

two factors can save on acquisition costs or eliminate the need to replace air 

conditioning systems in an older data center. 

                                                      
17 For more information on IQS see their web site: http://www.iqscorp.com  
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Conclusions and Observations  
 

 

Conclusions  

Edison set out to demonstrate through the use of recognized industry benchmarks th at 

the enterprise-class blade server platforms from IBM provided superior energy 

efficiency than those of HP. The key metric for comparison was Performance-per-Watt, 

though this metric was expressed in different ways depending upon the benchmark run.  

 

Edison tested similarly configured HP and IBM server blades in the respective vendors' 

enterprise-class chassis. The servers were setup to deliver similar raw performance so 

that the comparisons emphasize the energy efficiency differences between the platforms. 

 

In the tests, where SPECjbb2005 was used to generate workloads of near one hundred 

percent throughout the test run, the test bed was varied with the addition of the IBM 

BladeCenter E chassis as well as a separate test to show the effect of using Intel Xeon 

processors that run at lower wattages. Using processors with lower power requirements 

can add as much as 12 percent to the power efficiency advantages delivered by IBM 

BladeCenter. 

 

The full chassis tests with SPECjbb2005 showed that the IBM BladeCenter H platform 

delivered almost 12 percent greater performance-per-watt than the HP BladeSystem 

C7000 platform, while the IBM BladeCenter E platform delivered almost 22 percent 

greater performance-per-watt than the HP BladeSystem C7000 platform. This indicates 

that, in implementations where servers are likely to be running at or near full capacity 

(such as in virtual server scenarios), the IBM platforms can deliver significant power and 

thus cost savings. The inclusion of the BladeCenter E in the comparisons demonstrated 

that IBM provides a scalable blade server solution that can provide nearly 30 percent 

more workload performance in the same physical space used by the HP BladeSystem 

C7000 platform, while not taxing power delivery limits.  

 

The processor choice comparison was not intended to demonstrate an IBM over HP 

advantage. Rather, the intent was to demonstrate that, for organizations where power 

utilization is a critical criterion for server choice, the lower wattage processors do not 

extract a major performance cost. This would be true for any vendor's servers. Edison 

believes it would be reasonable to assume that if the HP servers were to be configured 

with the lower wattage processors, they would also exhibit a similar power savings over 

the higher watta ge processors, but that the platform differences would remain the same 

regardless of processor choice. 
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The raw data on performance-per-watt gathered in Edison's tests fail to tell the whole 

story when blade servers are being considered for the data center. The holistic approach 

IBM touts is very appropriate when one of the goals in specifying a data center is 

managing energy use and costs. Servers are not the only components of the data center. 

Storage, network infrastructure, and other devices also contribute to energy use. Most 

important, the energy used by these devices comprises only half the energy envelope for 

a facility. The rule -of-thumb that for every kilowatt of electricity consumed in a data 

center another kilowatt is required for cooling indicat es that additional considerations 

must be taken into account. 

 

The tests Edison performed were designed to show that, while performing similar 

workloads, IBM blade server platforms require less power to be delivered to the rack, 

and also require less cooling power. These considerations matter, as the prevalence of 

virtual servers running on blades continues to be a driving force in blade adoption. 

Hardware running virtual servers operates at higher utilization levels, requiring more 

electricity to run and c ool. With many data centers finding themselves limited in the 

power that can be delivered to a rack, getting the most bang-for-the-buck when it comes 

to power becomes a complex yet indispensable equation. 

 

(Íɯ$ËÐÚÖÕɀÚɯÙÌÚÜÓÛÚɯÈÙÌɯÕÖÙÔÈÓÐáÌËɯÈÛɯÛÏÌɯ×ÌÙɯÉÓÈËe server level and scaled to data center 

densities, IBMɀÚɯ×ÌÙÍÖÙÔÈÕÊÌ-per-watt average and peak power advantages can have 

profound effect on data center infrastructure costs. To appreciate this, consider a 

Ïà×ÖÛÏÌÛÐÊÈÓɯÌßÈÔ×ÓÌȭɯ%ÖÙɯÊÖÔ×ÈÙÐÚÖÕɀÚɯÚÈÒÌȮɯÌØÜÈÓize the number of server blades for 

HP and IBM at 224018. To power these servers requires 5 percent less peak power for the 

BladeCenter H chassis. The savings for the same number of server blades in the 

BladeCenter E are even greater at 8 percent. Adding the cost for cooling, and the 

differences can have a major effect not only on power costs but also on cooling system 

acquisition costs, especially when the BladeCenter E chassis is chosen. 

 

Edison believes that selecting IBM enterprise blade platforms can make available the 

configuration choices needed to meet power limitations and lower OPEX costs by 

requiring less electricity for power and cooling than comparable HP blade platforms.  

 

The tests for this study were performed using Intel Xeon 5500 series processors. Intel 

server processor technology is evolving rapidly: a new line of Xeon processors, the 5600 

series, was released as this white paper was being readied for publication. Based upon 

SPECjbb2005 performance tests published by IBM19 ÈÕËɯ(ÕÛÌÓɀÚɯËÌÚÊÙÐ×tions of the 30 

                                                      
18 16X14X10 = 2240. This results in 160 IBM Chassis and 140 HP Chassis. Peak power: HP at 

4244.75 W per chassis times 14 chassis = 59,426.50 W times 10 = 594,265 W or 594Kw. IBM 

BladeCenter H at 3516.75 W per chassis times 16 chassis = 56,268 W times 10 = 562,680 W or 

563Kw. 
19 http://www.spec.org/jbb2005/results/res2010q2/jbb2005-20100325-00830.html 

http://www.spec.org/jbb2005/results/res2010q2/jbb2005-20100325-00830.html
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percent power savings possible with the new processors20, Edison believes that these 

next generation servers will show similar performance per watt and even greater power 

utilization advantages compared to those revealed in our testing.  

 

Observations  

One of the test comparisons run by Edison focused upon the airflow characteristics of 

the two blade server platforms. Edison interviewed several data center architects while 

performing research for this paper, and one of the topics discussed was how airflow 

considerations affected their planning. Most of the respondents did not, initially, 

consider the airflow characteristics of the server. Their first concern was the amount of 

cooling tonnage they required for the room size, aisle configuration, and air return 

venting, and the BTUs produced by the devices in the racks. 

 

As our discussions progressed, we asked the architects how servers that required the 

availability of one -third less air pressure to achieve similar cooling success would affect 

their planning. The consensus was that there could be significant savings in CRAC 

acquisition and operating costs. When Edison looked at the results of our testing, the 

combination of an 18 percent lower peak power requirement and a 31 percent lower 

airflow l oad would result in the need for much less cooling capacity and much lower 

power fans. This combination alone could have significant affect on data center capital 

and operating expenses. 

 

 

                                                      
20 http://www.intel.com/p/en_US/products/server/processor/xeon5000  

http://www.intel.com/p/en_US/products/server/processor/xeon5000


 
 

 

Edison: IBM BladeCenter Power Study White Paper  Page 28 

Appendices  
 

 

Appendix 1 - Configurations  

Blade Chassis 

HP 

The following chassis configuration was utilized for all HP testing. The Fibre Channel 

Switches were only used when booting from SAN.  

 

Chassis HP C-7000 Enclosure 

Power Redundancy N+N 

AC Power Input  Single Phase 208V 30Amp 

Full fan/blower  10 

Full Power Supply  6 

Management  BLc7000 Management Module 

Ethernet Switches 2 X BLc GbE2c LY 2/3 

Fibre Channel Switches 2 X Brocade 8Gb 4/24 SAN Switch for HP BladeSystem 

 

 

IBM  

The following chassis configuration was utilized for all IBM BladeCenter H testing. The 

Fibre Channel Switches were only used when booting from SAN. 

 

Chassis BladeCenter H Chassis 

Power Redundancy N+N 

AC Power Input  Single Phase 208V 30Amp 

Full fan/blower  12/2 

Full Power Supply  4 

Management  IBM IMM  

Ethernet Switches 2 X Nortel Layer 2 3Cu GbE 

Fibre Channel Switches 2 X Brocade 20 Port 8 Gb FC Switch for BladeCenter 
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The following chassis configuration was utilized for all IBM BladeCenter E testing. 

 

Chassis BladeCenter E Chassis 

Power Redundancy N+N 

AC Power Input  Single Phase 208V 30Amp  

Full fan/blower  2 

Full Power Supply  4 

Management  IBM IMM  

Ethernet Switches 2 X Nortel Layer 2 3Cu GbE 

 

 

A note on chassis architectures: 

 

One area critical to this study is power supply redundancy. Both the IBM BladeCenter H 

and the HP BladeSystem C7000 utilize multiple power supplies for both redundancy 

and to equalize power distribution among the blades and other devices in the chassis. 

The IBM BladeCenter H chassis adds a level of redundancy at the backplane or 

midplane (HP and IBM use different nomenclature). 

 

The HP BladeSystem has a single, robust (though not indestructible) backplane with 

single power and signal connectors between the server blades and other components of 

the system. The IBM BladeCenter H provides full redundancy through the  bifurcation of 

the midplane to the top and bottom of the chassis. All power and signal connectors are 

fully redundant. Since the weakest link on modular systems such as blade server 

platforms are the connectors between the components and the chassis, redundancy in 

this area provides a higher degree of reliability. (The two illustrations below show the 

dual power and signal connectors on an IBM HS22 server blade.) IBMɀÚɯÔÐË×ÓÈÕÌɯ

redundancy does exact an incremental power cost but, as our testing shows, this extra 

power utilization does not have a significant operational effect.  
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Servers 

HP 

The following configuration was used for all HP testing. The internal storage controller, 

the HP Smart Array P410i, was configured for JBOD for the internal disk drives. 

 

Blade Server Model BL460c G6 

Processor 2 X Intel QC (E5540) 2.53 GHz 80W 

Memory  4 X 2GB DIMMS 

Memory Interleaving  Interleaved 

Local Disk Ɩɯ7ɯƕƘƚɯ&!ɯƕƔÒɯƖȭƙɂɯ2 2ɯ'## 

 

IBM  

The following table shows the configuration of the IBM HS22 server used for relevant 

testing. 

 

Blade Server Model HS22 

Processor 2 X Intel QC (E5540) 2.53 GHz 80 W 

Memory  4 X 2 GB DIMMS 

Memory Interleaving  Interleaved 

Local Disk 2 X 32 GB IBM Solid State Drives (SSD) 

 

In addition to the above configuration, a single IBM HS22 server was configured with 

two L5530 processors instead of the E5540 processors. 
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Meters 

Power and temperature were measured with the followi ng accepted measurement 

devices. Monitoring for SPECjbb2005 was performed through use of the respective 

vendor' s software. 

¶ Power: Yokogawa WT210 meter, Model 76041, Suffix ɬD/C2/EX1. Data Capture 

Software: WTViewer  

¶ Temperature: Digi Watchport/T. Data Capture Software: Watchport Sensor 

Monitoring Utility  

 

Power and Meter Connections 

The blade chassis were provided power through two IBM 9306-RTP PDUs, each of 

which was connected to a 208V 30Amp AC power main via a breakout box. The 

breakout box consisted of two power sockets for the PDU cables, a single power cable to 

the main and a set of cables, wired to Yokogawa specifications for measuring single 

phase power. The following diagram illustrates how the devices were connected. (The 

blade chassis actually had from four to six cables connecting to the PDUs.) 

 

 

 
 

 

Wattage Capture Methodology for SPECjbb2005  

The focus of the testing was the measurement of power utilization of competing blade 

server systems under load. The SPECjbb2005 benchmark Edison Group utilized does not 

include power utilization testing in its protocol. The SPECjbb2005 benchmark was 

utilized, as it pr oduces a workload that drives servers to close to 100 percent utilization, 

for a period of time.  
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Edison measured wattage utilizing the Yokogawa WT210 meter which captured 

readings taken every second during the test. The meter readings could not be 

automatically synchronized to the test runs, instead power reading capture was started, 

followed by starting the SPECjbb2005 test run. At the conclusion of the test run, reading 

capture was stopped manually. This procedure resulted in a variable period of power 

utilization ramp up and ramp down. In addition, the SPECjbb2005 test consists of a 

number of measurement points. As each measurement point is reached there are brief, 2 

or 3 second, dips in power use by the servers. 

 

Since the ramp up and ramp down duration s and degrees varied from test to test, it was 

felt that these readings should be eliminated from the reported results.  

 

The following chart shows the wattage use for a SPECjbb2005 test run that consisted of 

over 2630 readings. It shows the ramp up and ramp down times plus the Measurement 

Point dips. 

 

 
 

 

The table below should help illustrate the approach taken. Wattage readings were 

averaged using the Microsoft Excel 2007 Average function. The standard deviation 

(using the StDev function) of all the readi ngs was calculated and subtracted from the 

Average result to provide a baseline for comparison. The AverageIf function was then 

used to calculate the average for all wattage readings that were within the range of the 

standard deviation from the mean using the formula AverageIf (Range, Average-StDev). 
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This effectively limited the effect of the outlier readings due to ramp -up, ramp-down 

and measurement point dips without completely eliminating them as a factor.  

 

Averages 473.72 

Average - Stdev 460.44 

Average if >Average-StDev  479.55 

Standard Deviation  13.28 

Count of readings 2631.00 

 

Miscellaneous 

In addition to the equipment listed above, desktop PCs, GB Ethernet switches, and other 

miscellaneous items were used. 

 




